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Fig. 1. Volume visualization of the head data set. The orange isosurface at the skin level is modeled as an in�nitesimally thin interval
volume with scale-invariant opacity. Soft tissue (green), brain (red), and dentin (blue) are classi�ed with standard d irect volume
rendering (DVR). Left: the cranium (white) is also visualized with standard DVR. Opacity depends on the physical length of the ray
segments, e.g. the brain area is almost transparent whereas the silhouette of the cranium is opaque. Furthermore, the tooth enamel
is not visible at all. Right: the cranium (white) is modeled as an interval volume. Opacity does not depend on physical dimensions.
The �nite extent of the interval volume is apparent at the sem i-transparent silhouette. The surface-like structures of the cranium are
visible and the enamel is classi�ed properly. An increase of the extinction coef�cient in the left image could remedy the se de�ciencies
but only at the cost of a completely opaque cranium.

Abstract —We extend direct volume rendering with a uni�ed model for ge neralized isosurfaces, also called interval volumes, allowing
a wider spectrum of visual classi�cation. We generalize the concept of scale-invariant opacity—typical for isosurface rendering—
to semi-transparent interval volumes. Scale-invariant rendering is independent of physical space dimensions and therefore directly
facilitates the analysis of data characteristics. Our model represents sharp isosurfaces as limits of interval volumes and combines
them with features of direct volume rendering. Our objective is accurate rendering, guaranteeing that all isosurfaces and interval
volumes are visualized in a crack-free way with correct spatial ordering. We achieve simultaneous direct and interval volume rendering
by extending preintegration and explicit peak �nding with d ata-driven splitting of ray integration and hybrid computation in physical
and data domains. Our algorithm is suitable for ef�cient para llel processing for interactive applications as demonstrated by our CUDA
implementation.

Index Terms —Direct volume rendering, interval volume, isosurface, ray casting, preintegration, scale-invariant opacity.

1 INTRODUCTION

Direct volume rendering (DVR) is an established method for exploring
complex scalar volume data sets with applications in technical sim-
ulations, computational biology, and medicine. Isosurfaces provide
a powerful tool for visualizing 2-manifold surfaces in order to ana-
lyze the geometry and topology of a scalar �eld but also to classify
different parts of the volume into distinct subsets. There have been ef-
forts to combine these two approaches into a uni�ed rendering context.
However, DVR fails to render isosurfaces properly due to assumptions
about opacity.

A more general volumetric primitive is the interval volume [7]. It
describes a subset of the volume with a continuous range of scalar
values, i.e. a generalized isosurface with a �nite extent in physical
space. It provides a versatile tool for solid �tting and for visualizing
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regions of uncertainty that may occur from limitations of measurement
methods or from numerical inaccuracies in simulations. Furthermore,
interval volumes extend the property of binary segmentation of iso-
surfaces to ternary segmentation, offering more sophisticated classi�-
cation possibilities. An essential property of interval volumes is their
ability to describe sharp isosurfaces as well as the entire volume as ex-
treme cases. However, both isosurfaces and interval volumes are hard
to render properly using DVR. In particular, oblique views of a sur-
face are more opaque in DVR than perpendicular views: this is a con-
sequence of the optical model of opacity assumed by DVR [23, 28],
which scales the opacity to the thickness of the material intersected by
a given ray. It has recently been shown [17] that this opacity scaling
can be offset by scale-invariant rendering in the domain of the func-
tion, but this model does not account properly for the in�nite thinness
of the isosurface, and does not model interval volumes. Our primary
contribution is to unify classic DVR with scale-invariant rendering of
interval volumes and isosurfaces. Our novel uni�ed model supports
the following features:

� Standard DVR with preintegration

� Finite (partial) interval volumes with scale-invariant opacity

� Sharp isosurfaces as limits of interval volumes

� Handling of multiple interval volumes and isosurfaces



Our secondary contribution addresses the balance between perfor-
mance and quality. Usually, DVR operates on discrete data and re-
quires reconstruction of samples between the elements. We adopt
semi-analytic reconstruction [25] to guarantee crack-free rendering.
Here, we present a faster method based on Newton polynomials to ac-
celerate rendering and we describe a GPU implementation, capable of
interactive frame rates.

2 BASIC TECHNIQUES

Since the core contribution of this work is to combine isosurfaces and
interval volumes in a framework for accelerated direct volume ren-
dering, we start with an overview of DVR, isosurface extraction, and
interval volumes.

We will assume for the sake of this discussion that the data set takes
the form of a regular cubic sampling of a signal functions : R3 ! R.
For such data, the two most common types of visualization are isosur-
faces and DVR, with a third type of visualization, the interval volume,
sharing some aspects of each.

2.1 Isosurfaces

Isosurfaces visualize the data by choosing a singleisovalue siso in the
range ofs, and constructing a surface froms� 1(siso), the set of all
points with the valuesiso. This surface is then visualized by computing
the amount of light re�ected from it at various points.

In practice, while it is feasible to raytrace isosurfaces directly, the
availability of cheap triangle-rasterizing hardware has driven the adop-
tion of Marching Cubes [23], which approximates an isosurface by
constructing triangles separately in each cube of the input mesh. Due
to the simplicity and ef�cacy of this method, many improvements have
been suggested, as can be seen in a recent survey paper [27].

This approach has several advantages: it is very effective at visu-
alizing data where there are natural boundaries (e.g. between tissues),
it is easy to implement, and it can be made highly ef�cient. However,
these advantages come with several drawbacks: it only ever shows one
subset of the data, it shows little or no context for the object of primary
interest, it frequently has problems with occlusion, and it requires an
effective method for choosing a suitable isovalue.

2.2 Interval Volumes

In a partial solution to some of the drawbacks of isosurfaces, Fujishiro
et al. introducedinterval volumes[7, 8]. Instead of extracting surfaces
of the forms� 1(siso), which may miss parts of a phenomenon, this ap-
proach extracts volumes of the forms� 1([si ;sj ]): i.e. the set of points
whose value falls into a range[si ;sj ].

Algorithmically, this requires extending Marching Cubes to extract
the interval volume as a set of tetrahedra [29, 7], polyhedra [28], or
a -shapes [3, 10]. These volumes are then rendered as translucent or
opaque surfaces, with details examined through focussing or clipping.

Furthermore, interval volumes can be useful for a topological ap-
proach to volume traversal, e.g. as shown by Takahashi et al. [38] or
in conjunction with contour trees by Weber et al. [39]. These latter ap-
proaches, however, rely on DVR, which we discuss next before return-
ing to the question of how to render isosurfaces and interval volumes
with DVR.

2.3 Direct Volume Rendering

In contrast to isosurfaces, which visualize with re�ected light, DVR is
based on transmitted light. Optical properties such as color and opac-
ity are set for all isovalues, and the amount of light reaching the image
plane at a given point is computed by integrating the optical proper-
ties along the view ray through that point with the standard volume-
rendering integral [13]:

C =
Z t1

t0
c̃(s(x(t))) exp

�
�

Z t

t0
t (s(x(t0))) dt0

�
dt; (1)

wherec̃(s) is the transfer function that de�nes the color associated
with each scalar value andt (s) is the transfer function that speci�es
the opacity as an extinction coef�cient per unit length, andt0; t1 are

the bounds of integration along the view ray. Computationally, we
substitute a discrete sum ofn samples for this integral:

C �
n

å
i= 1

C̃i

i� 1

Õ
j= 1

(1� a j ): (2)

By allowing different optical properties for different scalar value
ranges, DVR allows us to include all of the data in the visualization,
improving contextual information and reducing occlusion. However,
this increased �exibility is balanced by relatively slow rendering times
compared to isosurfaces. Moreover, many phenomena of practicalin-
terest involve sharp boundaries, which are easily viewed with isosur-
faces.

2.4 Isosurface DVR

Notionally, since an isosurface is a semi-transparent surface with a
single isovalue, it can be rendered using DVR simply by setting that
isovalue to the desired opacity and all other scalar values to 0% opac-
ity. In practice, however, isosurfaces cannot be modeled with ordinary
transfer functions since isosurfaces have an in�nitesimally narrow ex-
tent in both physical and data space. High-frequency features, like
Dirac peaks, in a transfer function induce severe visual artifacts when
sampling with an insuf�cient rate to reconstruct the signal properly
along the ray [2, 4].

Levoy [22] noted this and approximated a transition of constant
thickness with a gradient-dependent peak in the opacity function. This
has the effect of treating the isosurface as a thin shell with varying
opacity. However, the opacity still depends solely on the scalar value
at the sample point. Thus, an oblique ray, which passes through many
sample points, ends up having a higher opacity than a perpendicu-
lar ray. And this ends up being inconsistent with the expectation of
a homogeneous surface, where the angle of view does not affect the
opacity.

Gradient-dependent rendering was then advanced by Kindlmann
and Durkin [14] and by Kniss et al. [15], who used gradient as a sec-
ond input parameter to the transfer function. While more �exible than
Levoy's model, this work makes user-speci�ed classi�cation more dif-
�cult due to the increased number of parameters, and does not address
the opacity-scaling problem.

2.5 Scale-invariant Opacity

The problem of varying opacity for isosurfaces in DVR was resolved
by Kraus [17], who discussed the dependency of the gradient and the
physical dimensions. The author demonstrated that the opacity is not
invariant under the magnitude of the projected local gradient:

kÑts(x)k = kÑs(x) � (x1 � x0)k=kx1 � x0k: (3)

This means that integration of different ray segments varies according
to their length in physical space, their direction, and according to the
topology of the data. In fact, this means that the opacity is scaled and
therefore is not entirely under the control of the user with the transfer
function. Kraus showed the scaling by transforming the DVR integral
from physical domain to data domain:

a = 1� exp
�

�
Z t1

t0
t (s(x(t))) dt

�
= 1� exp

�
�

Z s1

s0

t (s)
1

kÑts(x)k
ds

�
:

(4)
In other words, a small magnitude of the projected local gradient in
view direction increases the opacity in DVR. This is consistent with
the work of Scheidegger et al. [34], who demonstrated that the gradi-
ent is relevant to the histograms commonly used for designing transfer
functions, and linked their work to Federer's coarea formula [6].

Thus, instead of solving the volume rendering integral in the do-
main of the function, Kraus then solved in the range of the function to
achieve scale invariance and isosurfaces with constant opacities:

a = 1� exp
�

�
Z s1

s0

t d(s)ds
�

; (5)



wheret d speci�es attenuation per unit of scalar data. However, the
model of Kraus in Equation (5) does not include interval volumes with
invariant opacity.

2.6 Interval Volume DVR

In a similar fashion, while it is not hard to see that interval volumes
can be rendered during DVR, the details of how to capture the sharp-
boundary features typically represented has yet to be discussed, andit
is one of the contributions of this paper that we show how to do so.

3 DVR OPTIMIZATION

As we have just seen, it is feasible to use DVR to render isosurfaces as
part of a more complex transfer function. However, DVR has tended
to be considerably slower than isosurfacing, so signi�cant effort has
been devoted to accelerating it. These approaches can be grouped into
three areas: preintegration, sample reduction, and GPU acceleration,
each of which focusses on a different bottleneck in the process.

3.1 Preintegration

A signi�cant bottleneck in the DVR process is that small steps along
a ray, while accurate, are computationally expensive. Moreover, given
the relatively small number of possible quantized scalar values and the
large number of ray segments, it is inevitable that the same compu-
tation is performed many times during a single visualization. Prein-
tegration methods [33] therefore accelerate DVR by precomputing a
look-up table of possible segment values, parameterized by the scalar
values at each end of the segment and the length of the segment.

Max et al. [26] showed that linear interpolation is exact for ray
traversal inside tetrahedral cells. Röttger et al. [33] presented prein-
tegration for the projected tetrahedra algorithm [35]. Lum et al. [24]
added volume lighting to the preintegration tables, while Kraus et
al. [19] contributed a logarithmic scale for the length component of the
preintegration table. R̈ottger et al. [32] applied preintegration to adap-
tively sampled meshes, while Lederberger et al. [21] extended their
work to focus the computation where the volume integral changes the
most. Finally, Kraus [18] applied preintegration to two-dimensional
transfer functions by employing summed area tables in order to reduce
the prohibitive size of nä�ve lookup tables.

However, none of the existing preintegration methods is able to ren-
der interval volumes and isosurfaces with invariant and unscaled opac-
ity in conjunction with classic DVR sampling, and one of our con-
tributions is therefore to combine pre-integration with scale-invariant
isosurface and interval volume DVR.

3.2 Sample Reduction

While preintegration is highly effective, it relies on having a piece-
wise linear approximation of the interpolated functions(x) along each
ray segment. Quality then depends on having short enough ray seg-
ments that the piecewise linear approximation is accurate. The sec-
ond optimization therefore considerss(x) analytically to determine
how many ray segments are needed. For example, Marchesin and de
Verdi�ere [25] observed that for trilinear interpolation (the standard),
the functions(x) is always a cubic polynomial along any ray segment
inside a cubic cell. Thus, by reconstructing the cubic polynomial and
detecting its local extrema, they were able to apply preintegration to
obtain a high-quality approximation at relatively low cost. However,
the cost of reconstructing the cubic polynomial was still signi�cant,
and the method did not account for isosurfaces or interval volumes
with scale-invariant opacity.

In a similar vein, Parker et al. developed a parallel ray-tracing algo-
rithm that employs analytical techniques to �nd the exact position of
an isosurface inside a trilinearly interpolated rectilinear cell [31] and
in unstructured grids [30].

A different approach to handle sharp Dirac impulses was introduced
by Knoll et al. [16]. The authors analyze the transfer function for sharp
peaks prior to rendering and tabulate the isovalues. During rendering,
the table is queried for each segment and in case of a positive peak de-
tection, the transfer function is evaluated at the stored isovalue. While
this approach achieves isosurfaces of constant opacity, further DVR

contributions within a segment are neglected, which is a source of
visible artifacts close to the isosurfaces. In addition, rendering time
depends on the total number of peaks within one ray segment and the
model is also not able to handle interval volumes and to render volu-
metric primitives in a uni�ed manner.

3.3 GPU Acceleration

The third principal acceleration to DVR is based on the massive par-
allelism available on GPUs. Engel et al. [5] presented an implemen-
tation of preintegration on graphics hardware by rendering a stack of
textured slices. By neglecting attenuation within a ray segment, the
authors were able to accelerate the setup of the preintegration table
with integral functions.

With the development of fast and programmable graphics hardware,
ray-casting methods strongly bene�t from fast texture interpolation
and SIMD parallelization. Kr̈uger and Westermann [20] achieved in-
teractive frame rates with 3D texture support. Röttger et al. [33] pre-
sented a hardware-accelerated ray caster for volume rendering with
accurate clipping and over-sampling. Stegmaier et al. [37] developed
a �exible framework with different variants of single-pass ray casting
implemented on graphics hardware. The rendering of isosurfaces re-
quires an adequate sampling rate to ensure artifact-free images. Had-
wiger et al. [11] employed adaptive sampling and iterative re�nement
with a secant method on the GPU. Recently, Singh and Narayanan [36]
published an adaptive marching-points algorithm that traces arbitrary
algebraic surfaces up to order 50 on the GPU.

4 DIRECT INTERVAL VOLUME VISUALIZATION

We have just seen that scale-invariant opacity, preintegration, sample
reduction, and GPU acceleration are powerful methods for making
DVR a practical reality. However, these advances have been developed
independently, and it yet remains to add interval volume rendering to
DVR. An interval volumeIV(si ;sj ) is a subset of the volumeV � R3

with the scalar �elds : V ! R ranging froms(x) 2 [smin;smax] ;x 2 V.
We adopt a similar de�nition from [7] with:

IV (si ;sj ) =
�

x : x 2 V;si � s(x) � sj ;smin � si ;sj � smax

	
; (6)

wheresi andsj denote the boundary scalar values of the �nite closed
interval

�
si ;sj

�
with si � sj . Based on these facts, an interval vol-

ume can be regarded as a generalized isosurface with a �nite extent of
sj � si in data space. Figure 2 illustrates an example of a ray traversal
of two interval volumes and one isosurface in physical space. Note
that the extent of the red and blue interval volume varies in physical
space according to the topology of the data.

s0

s1

siso

s2 s3sb

DVR0

DVR1

DVR2

DVR3

Fig. 2. Ray traversal of three interval volumes with varying physical di-
mensions. The red interval IVr (s0;s1) is entirely traversed in data space,
i.e. the whole range [s0;s1]. The green interval IViso(siso;siso) is a sharp
isosurface. The blue interval IVb(s2;s3) is only partially traversed in data
space, i.e. [s2;sb]. In addition, the ray traverses four DVR segments.



4.1 Scale-invariant Interval Volume Rendering

Once we have de�ned how to add interval volumes to DVR, the next
stage is to add scale-invariant opacity. We derive our approach from
an isosurface with isovaluesiso and a transfer function in data space
modeled with a delta-distribution:

t d(s) = k � d(s� siso); (7)

wherek is a scaling coef�cient for the extinction of the isosurface.
Delta-distributions can be formulated as the limit of a sequence of test
functions [9]. We use the test function:

de(s) =

(
1
e ; jsj � e

2
0; else:

(8)

Then, the optical depthc of the isosurface is:

c (siso) = lim
m! 0

Z siso+
m
2

siso�
m
2

t d(s)ds= lim
m! 0

 

lim
e! 0

Z siso+
m
2

siso�
m
2

k � de(s� siso)ds

!

;

(9)

where we inserted the transfer function from Equation (7). For a �nite
interval[si ;sj ] with Ds= sj � si , we setm;e ! Ds in Equation (9) and
obtain the optical depth of the interval volume:

c ([si ;sj ]) =
Z siso+

Ds
2

siso�
Ds
2

k (s)dDs(s� siso) ds

=
Z sj

si

k (s)
1

sj � si
ds;

(10)

with si = siso � Ds
2 ;sj = siso + Ds

2 . We generalized the former scaling
coef�cient k to a functionk (s). This novel model is subtly differ-
ent from Kraus' model according to Equation (5) because our integral
in Equation (10) is invariant under changes of the interval boundaries
[si ;sj ] and only depends on changes ofk (s). At the same time our
model is also independent of physical dimensions as opposed to DVR
in Equation (4), i.e. the sampling distance in physical space is not part
of our model. From the derivation it follows that our model converges
to Kraus' method in the limit of isosurfaces forsj ! si . However,
our approach has a signi�cant advantage when it comes to our uni-
�ed model, where we need to split the volume-rendering integral into
distinct parts, which is problematic at isosurfaces.

For isosurfaces, scale-invariance in data space is trivially obtained
because of the ini�nitesimally narrow extent in data space. Interval
volumes have a �nite extent in physical space and in data space. The
model that we have introduced so far is independent of physical di-
mensions but not of data dimensions. Depending on the ray samples
s inside an interval volume, the distance traversed in data space may
vary signi�cantly between two different rays traversing the same inter-
val volume. We achieve scale-invariance in data space by introducing
a monotonic data model for the interval volume[si ;sj ]. In particu-
lar, we select a linear models(w) = ( 1 � w)si + wsj , which is the
antiderivative of 1=dDs. The optical depth then becomes:

c ([si ;sj ]) =
Z 1

0
k (s(w))

1
sj � si

ds
dw

dw

=
Z 1

0
k ((1� w)si + wsj )dw:

(11)

We denote the new extinction coef�cient in normalized interval
space witht n and obtain the opacity for the interval volumeIV(si ;sj )
with:

a (si ;sj )
IV = 1� exp

�
�

Z 1

0
t n((1� w)si + wsj )dw

�

�
Z 1

0
t n((1� w)si + wsj )dw:

(12)

Thus, our model is also able to integrate isosurfaces (si = sj ) with-
out facing singularities. The emissive color of an interval volume is
obtained with a similar derivation as the opacity in Equation (12). The
color becomes:

C(si ;sj )
IV =

Z 1

0
c̃n((1� w)si + wsj )dw

� exp
�

�
Z w

0
t n((1� w0)si + w0sj )dw0

�
dw

�
Z 1

0
c̃n((1� w)si + wsj )dw:

(13)

To simplify calculations, we neglect self-attenuation (as in the ap-
proximation of Equation (13)) and consider an interval volume as a
generalization of a slab, known from postclassi�ed volume rendering
[5]. Figure 3 shows how our transfer function is modeled for the three
intervals from Figure 2.
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DVR!1

DVR!2

DVR!3

!(s)

!"(s( ))n!"(s( ))n

Fig. 3. The DVR transfer function t is split at interval boundaries. The
black DVR parts are speci�ed in the usual manner. The colored intervals
are described in their own normalized interval space with t n.

Unlike isosurfaces, �nite interval volumes allow partial traversals
in data space and therefore require special attention. In the following,
we assumesi 6= sj , as partial traversals are not de�ned for isosurfaces.
We model the partial character of an interval volume with the traversed
min-max distance in data space of a ray. For example, in Figure 2 only
half of the blue intervalIV (s2;s3) is traversed in data space, assuming
sb = s2 + 1=2 � (s3 � s2).

In the following, we assume a ray segment with front samplesf and
back samplesb with sf < sb that passes aconnected componentof an
interval [si ;sj ] in physical space. In general, we de�ne the minimum
and maximum:

s(si ;sj )
min = min(s(x(t))) ; s(si ;sj )

max = max(s(x(t))) (14)

for this connected component withs(x(t)) 2 [si ;sj ]. We measure the
min-max distance in normalized interval space with:

dn(si ;sj ) =
s(si ;sj )

max � s(si ;sj )
min

sj � si
; si 6= sj : (15)

This implies that the connected component of the ray covers the
subinterval[smin;smax] � [si ;sj ] if s(x(t)) 2 C0, which is always the
case for uniform grids and trilinear interpolation. With this premise,
the generalization of Equations (12) and (13) to partial �nite intervals
yields:

a (si ;sj )
IV

�
�
�
�

dn(si ;sj )

0
=

Z dn(si ;sj )

0
t n((1� w)si + wsj )dw; (16)

C(si ;sj )
IV

�
�
�
�

dn(si ;sj )

0
=

Z dn(si ;sj )

0
c̃n((1� w)si + wsj )dw: (17)

Note that ifsf > sb the integration limits change to
�
�1� dn(si ;sj )
1 in Equa-

tions (16) and (17). With this model, the opacity of partial traversals
increases with the width of the traversed subinterval, i.e.dn(si ;sj ).



5 EFFICIENT CUBIC POLYNOMIAL EXTRACTION

As noted in Section 3.2, most DVR is done under the assumption of
trilinear interpolation, and the signal functions(x) is therefore a cubic
polynomial along the ray segment in each cell of the mesh. Marchesin
and de Verdi�ere [25] showed how to exploit this by �nding the coef�-
cients of the cubic polynomial from eight samples along the ray. We
observe that in fact, a cubic polynomial is fully determined by any four
samples, and can be done most ef�ciently with polynomials in Newton
form:

n(l ) =
k

å
i= 0

aiNi(l ); Ni(l ) =
i� 1

Õ
j= 0

(l � l j ); (18)

with Newton basis polynomialsNi . We traverse the uniform grid at the
cell faces with a digital differential analyzer (DDA) algorithm [1] and
take 4 equidistant samples in each cell as illustrated in Figure 4.

t

s( (t))x

t f tbt1 t2

x(t)

 0 11
3

2
3

k k+1 k+2

Fig. 4. Traversal of a uniform grid with DDA. The trilinearly interpolated
red samples in cell k are used to reconstruct the red cubic polynomial.
With this representation of the signal, at most two local extrema are
calculated analytically and the signal is approximated with at most three
linear subsegments connecting the extrema in each cell. In this way, it
is guaranteed that the signal is suf�ciently reconstructed for crack-free
isosurfaces and interval volumes.

A uniform sampling distanceDd = 1=3(tb � t f ) in the cell leads to:

sf = s0 = s(x(t f = tentry)) ; (19)

s1 = s(x(t1 = tentry+ Dd)) ; (20)
s2 = s(x(t2 = tentry+ 2� Dd)) ; (21)
sb = s3 = s(x(tb = texit)) : (22)

Assuming a local parameterl 2 [0;1] in the cell leads tol 0 = 0,
l 1 = 1=3, l 2 = 2=3 and to the computation of the divided differences:

d01 = 3(s1 � s0); d12 = 3(s2 � s1); d23 = 3(s3 � s2); (23)

d012 = 3
2(d12 � d01); d123 = 3

2(d23 � d12); (24)

d0123= d123� d012: (25)

The coef�cientsai in Equation (18) then become:

a0 = s0; a1 = d01; a2 = d012; a3 = d0123: (26)

When the reconstruction is done, at most 2 local extrema are calculated
analytically with the derivative of the polynomial and the quadratic
formula. The local extrema serve as connecting points for a linear
approximation of the polynomial as illustrated with the black subseg-
ments in Figure 4. At these points, the signal is evaluated ef�ciently
with Horner's scheme [12].

In the DDA traversal loop of each ray, the back samplesk
b of cell k

is forwarded to the next cellk+ 1 and serves as input for the front sam-
ple sk+ 1

f = sk
b, which effectively reduces the number of samples to 3

for each cell. Furthermore, according to Equations (23)–(25), the di-
vided differences require only �ve multiplications and six subtractions,
which is a signi�cant improvement over the original algorithm [25].

6 INTERVAL VOLUME ALGORITHM

Having uni�ed the three forms of rendering and shown how to accel-
erate ray segment computation, we now state an algorithm that imple-
ments our model, i.e. we show how rendering is performed with ray
casting. We combine our cell-based ray traversal and reconstruction
method from Section 5 with data-driven integral splitting to a consis-
tent algorithm. Prior to rendering, two precomputation steps are re-
quired. First we analyze the transfer function for interval volumes and
build a 2D lookup table, similar to a 2D preintegration table, which
is discussed at the end of this section. Second, we preintegrate the
transfer function according to our uni�ed model, which is described in
detail in Section 6.3.

6.1 Ray Traversal and Compositing

Algorithm 1 Rendering method for each pixel

c = 0 f pixel color and opacityg
for all DDA segmentsk of eye raydo

if k is �rst segmentthen
Take samples0 at start of segmentk

else
s0 = s3

end if
Take equidistant sampless1;s2;s3 in segmentk f Fig. 4g
Reconstruct coef�cientsa0;a1;a2;a3 f Eqn. (23)–(26)g
Analytically compute �rst derivative of cubic polynomialn(l )
Analytically compute the rootsR of quadratic polynomialn0(l )
Compute sorted set of linear subsegmentsS with jS j = jR j + 1
ck = 0 f segment color and opacityg
for all linear subsegments(l f ; l b) in S do

sf = n(l f )
sb = n(l b)
d = physicalLength(l f ; l b)
(sf ;sb;d) = Algorithm2 (sf ;sb;d)
cf b = tex3D(PreIntegrationTableTex,sf ;sb;d)
Compositing of subsegment colorcf b and segment colorck

end for
Compositing of segment colorck and pixel colorc

end for

In Algorithm 1 we show the ray-casting loop for one pixel. The
outer loop traverses the grid with a DDA algorithm and reconstructs
the polynomial in each cell. The local extrema of the cubic polynomial
are computed analytically and lead to at most 3 linear subsegments per
cell. The inner loop traverses the depth-sorted subsegments and passes
them to a second algorithm that is discussed subsequently. After re-
turning from the call, the modi�ed subsegments are used to lookup the
color and opacity from the 3D preintegration table of this subsegment.
At the end of both loops, colors are composited according to DVR and
Equation (2).



6.2 Interval Volume Traversal

Calling Algorithm 2 would not be necessary if interval volumes and
isosurfaces were completely traversed by one of the previously noted
linear subsegments because the splitting and the choice of integra-
tion is handled during preintegration. However, if an interval volume
spreads over more than one subsegment, the traversal must be modi-
�ed to ensure consistence. According to our model in Equations (12)
and (13) for interval volumes, a monotonic traversal in data space is
required to implement our approach. Figure 5 illustrates a ray traversal
in data space with �ve subsegments crossing two interval volumes and
one isosurface. The red and blue highlighted parts of the subsegments
show the contributions to the interval-volume integrals.
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Fig. 5. Traversal of two interval volumes and one isosurface with �ve lin-
ear subsegments. The red interval is traversed by the �rst th ree subseg-
ments but only the red parts contribute to the integral. The gray shaded
parts violate monotonicity and do not contribute. After the green isosur-
face is passed, the blue interval is partially traversed. Similar as before,
only the blue part of the subsegment contributes.

The purpose of Algorithm 2 is to modify the subsegments from Al-
gorithm 1 to obtain monotonicity inside interval volumes but to main-
tain unmodi�ed traversal for the DVR parts. For each data segment
(sf ;sb), our 2D interval table stores a pair of values:

(s1st;s2nd) =

8
>>>>>>>>>>><

>>>>>>>>>>>:

(sout;sout); if sf and sb are not in any interval
(sin;sin); if sf and sb are in common interval
(si ;sout); if sf 2 [si ;sj ];sb =2 [si ;sj ];sf > sb

or sf =2 [si ;sj ];sb 2 [si ;sj ];sf < sb

(sj ;sout); if sf 2 [si ;sj ];sb =2 [si ;sj ];sf < sb

or sf =2 [si ;sj ];sb 2 [si ;sj ];sf > sb

(sj ;sk); if sf 2 [si ;sj ];sb 2 [sk;sl ]
(sk;sj ); if sf 2 [sk;sl ];sb 2 [si ;sj ];

(27)

wheresout andsin are dummy values out of the legal signal range. If
both data pointssf ;sb are outside, Algorithm 2 returns immediately
without modi�cation. In all other cases, violence of monotonicity is
checked and, if necessary, a monotonic subpart of the segment is com-
puted with the help of the interval boundaries from the table, the di-
rection (+/-) of monotonicity, and with a continuously updated thresh-
old variablesthres. Depending on the different cases in Algorithm 2,
the direction of monotonicity is updated accordingly and the modi�ed
segment is returned to Algorithm 1 for rendering.

The construction of the 2D interval table involves an analysis of
the transfer function before rendering in the same manner like preinte-
gration and the table must be recalculated when the transfer function
changes. For each data segment(sf ;sb), we loop over all intervals that
lie in between and tabulate a pair of values(s1st;s2nd) according to the
cases in Equation (27). We found a resolution of 256� 256 for 8-bit
data sets to be suf�cient with table generation close to real-time.

Algorithm 2 Interval volume traversal in linear subsegment (sf ;sb;d)

Require: global variable mono as +/-/off �ag for monotonic traversal
Require: global variablesthres as monotonicity threshold
Require: constant variablesout set to out-of-range value

(s1st;s2nd) = tex2D(IntervalVolumeTableTex,sf ;sb)
if s1st == sout ands2nd == sout then f sf ;sb outside intervalg

return (sf ;sb;d)
else

if (sf ;sb) violates monotonicity with respect tosthres then
Compute monotonic part(s̄f ; s̄b; d̄) of this subsegment
(sf ;sb;d) = ( s̄f ; s̄b; d̄)

end if
sthres = sb
if s1st != sout ands2nd == sout then f subsegment crossess1stg

if mono != off then f subsegment leaves intervalg
mono = off

elsef subsegment enters intervalg
mono = sgn(sb � sf )

end if
else ifs1st != sout ands2nd != sout then f sf ;sb in distinct intervalsg

if sgn(sb � sf ) != sgn(mono)then
mono = !sgn(mono)

end if
end if
return (sf ;sb;d)

end if

6.3 Interval Volume Preintegration

Since our rendering integral is based on more terms than previous
methods, we must also extend preintegration methods to handle more
complex inputs. For each segment in physical space(sf ;sb;d), we
therefore split the volume rendering integral into: DVR, interval vol-
umes, and sharp isosurfaces.

We integrate DVR parts of the segment with common methods and
switch to our visualization model for interval volumes and isosurfaces.
However, if an interval spreads over multiple segments, DVR com-
positing, as employed in Algorithm 1, introduces attenuation and bi-
ases the �nal opacity of the interval opposed to a single-segment so-
lution. For example, the monotonic traversal of the red interval in
Figure 5 consists of the two highlighted segments. According to our
model, the opacity of the red interval is calculated with Equation (12)
and(si ;sj ) = ( s0;s1). Without correction, preintegration would yield:

a 0:= a (s0;s1)
IV
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Standard compositing leads to:

a 000= a 0+
�
1� a 0� a 006= a (s0;s1)

IV = a 0+ a 00: (29)

For correct �nal opacities of interval volumes, we compensate DVR
compositing at the preintegration stage with:

â 00=
1

1� a 0 � a 00: (30)

Now, the expected opacity is obtained:

a (s0;s1)
IV = a 0+

�
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In the same fashion, we correct opacities of all segments thatstart in-
side an interval at preintegration stage. In this way, we can seamlessly
incorporate our interval volume model into DVR compositing and 3D
preintegration.
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Fig. 6. Two cell renderings from three different viewpoints with a comparison of the different models for a green interval volume surrounded by a blue
and red isosurface. The top row is rendered with DVR and shows varying opacities with visible artifacts at the transition of the two cells. The right
images depict two problems in DVR: �rst, without signal reco nstruction a crack occurs from improper sampling. Second, although reconstruction
resolves the crack, the bending of the interval volume is occluded because opacity has accumulated too much. The bottom row is rendered with
our model for interval volumes and has scale-invariant opacity. The cell-transition is smooth in the left renderings and the bending is clearly visible
in the right image.

6.4 Interval Volume Clipping

Volume clipping [40, 41] is a powerful tool to uncover important de-
tails of a data set. Previously [7], interval volumes served as a prim-
itive to explore a cross section of a volume with a clipping plane.
Standard DVR fails to render this cross section properly with scale-
invariant opacity. Enclosing the interval with isosurfaces only, as an
alternative, lacks thorough classi�cation of the encapsulated volume.
Clipping an interval volume is equivalent to starting integration in-
side the interval. We utilize our model for rendering clipped interval
volumes, but render the entire interval range instead of using partial
traversals because clipping may lead to varying min-max distances of
adjacent rays, depending on the sign of the derivative in data space of
the �rst segment.

With this premise, we extend our algorithm by setting the derivative
to be positive and render the entire range of the interval for the �rst
segment in the case of clipping. In this way, clipped cross sections
always appear with constant opacity according to the entire interval.

In order to detect a clipped interval volume, we extend the range
of our interval table from[smin;smax] � [smin;smax] to [smin� 1;smax+ 1] �
[smin� 1;smax+ 1]. With this extension, we test if the �rst samples of
a ray is inside an interval with two lookups(s;smin� 1) and(s;smax+ 1).
The results are either(si ;sout) and(sj ;sout), if the sample is inside an
interval[si ;sj ] or both times(sout;sout), if the sample is outside.

7 IMPLEMENTATION

We implemented our interval volume algorithm on the GPU with
CUDA for per-pixel ray traversal and with OpenGL for �nal display.
Before rendering, we preintegrate our transfer function according to
Section 6.3 on the CPU and store the result in a 3D �oat4 texture with
a resolution of 256� 256� 32 and a logarithmic scale for the segment
length [19]. In addition, we buildup our interval table by analyzing
the 1D transfer function according to Section 6 and tabulate the result
in a 2D �oat2 texture. We also employ empty space skipping with a
coarse binary representation of the volume in an additional 3D uchar1
texture that signals if a brick is empty or not, depending on the current
transfer function.

We pass a pixel buffer object from OpenGL to CUDA, that holds
the �nal RGBA values for each processed ray and that is used to gen-
erate a screen sized textured quad for displaying the rendered image.
Our grid traversal consists of two DDA algorithms. The outer loop
processes the coarse empty space skipping volume to accelerate ren-
dering. When a non-empty brick is detected, the inner DDA loop tra-
verses the actual volume data according to Algorithm 1.

8 RESULTS

We present results from our implementation on standard PC hardware.
Our system consists of a 2.33GHz Intel Core2 Q8200 CPU, 4GB of
main memory, and an NVIDIA GeForce 9800GT graphics card with
512MB of video memory. All images and performance results were
obtained with a resolution of 10242 pixels. We demonstrate the quality
and performance of our accelerated reconstruction method with com-
parisons to the original implementation [25]. We employ an arti�cial
data set of two cells to show the bene�ts of our contributions by ren-
dering multiple tightly located interval volumes, isosurfaces, and DVR
features at high magni�cations. Furthermore, we evaluate our model
with the real-world data sets from Table 1.

Table 1. Rendering performance in frames per second with varying re-
construction method (none, explicit, ours) and model (DVR only, DVR
and IV) for different data sets. All performance measurements employ
empty space skipping and early ray termination with a screen resolution
of 10242 pixels.

Data Set
No Rec.
DVR (fps)

DVR+IV (fps)

Expl. Rec.
DVR (fps)

DVR+IV (fps)

Our Rec.
DVR (fps)

DVR+IV (fps)

Aneurism64
(64� 64� 64)

33.12
27.40

8.35
7.69

18.39
13.18

H-Atom
(128� 128� 128)

25.62
20.74

5.39
5.09

11.41
9.84

Engine
(256� 256� 110)

16.21
9.91

2.91
2.57

6.73
4.90

Head
(256� 256� 225)

15.39
9.49

2.79
2.48

6.32
4.76

Aneurism256
(256� 256� 256)

17.75
14.51

4.64
4.12

10.38
7.57

Foot
(256� 256� 256)

10.53
8.25

2.85
2.12

4.97
4.03

8.1 Reconstruction

Our reconstruction algorithm from Section 5 employs the GPU's tex-
ture unit for trilinear interpolation of three samples per cell. In con-
trast to explicit interpolation [25] on the GPU with eight samples, we
are dependent on the precision of trilinear �ltering of the texture unit,
but bene�t from exclusive performance boosts. We compare the im-
age quality and the performance of both methods to demonstrate the
usefulness of our approach. Figure 7 shows two images with multi-
ple isosurfaces in a small arti�cial data set of two cells. Both images



Fig. 7. Rendering of two cells with multiple isosurfaces. Both images compare the quality of our accelerated reconstruction (upper left) with the
explicit reconstruction (lower right). The smaller images depict magni�cations of the silhouettes, outlined in white . Left image: isosurfaces are
modeled with standard DVR. Opacity is not invariant and depends on the local gradient, visible at the cell transition and in the right corner. Right
image: isosurfaces are modeled with interval volumes and constant opacity.

are split diagonally, to show the differences of quality. The upper left
part is a rendering with our method, the lower right part with explicit
interpolation respectively. The close-ups show that the silhouettes of
the isosurfaces of our method are not exactly as smooth as the refer-
ence implementation. Explicit interpolation on the GPU bene�ts from
single or even double precision and is more accurate than texture �l-
tering, which is primarily used for rendering, not numerics. Although
CUDA supports 32-bit �oat textures, the weights of trilinear �ltering
are stored in a 9-bit �xed point format with 8 bits of fractional value,
hence numerical precision is bounded accordingly.

However, we bene�t from the performance of the dedicated texture
unit. In Table 1, we present performance measurements for various
data set sizes. We employ rendering times for DDA-based sampling,
i.e. only at the cell faces with no reconstruction, as a basic reference.
The comparison of both reconstruction methods shows that the overall
performance is about twice as high for trilinear �ltering than for ex-
plicit interpolation. Considering that only few voxels are close enough
to the camera to notice the difference in quality, trilinear �ltering is a
reasonable alternative for a vast majority of the voxels.

8.2 Interval Volume Rendering

We present results for multiple scenarios with our uni�ed model. First,
we demonstrate the quality of isosurface rendering. Figure 7 depicts
a small data set of two cells with multiple isosurfaces. In the left im-
age, integration is performed in physical space with standard DVR.
The isosurfaces are modeled with sharp peaks in the transfer function.
It can be observed that opacity is not invariant on the surfaces. For
example, at the transition of both cells, opacity depends on the local
gradient, which leads to a noticeable bend. In contrast, the right image
depicts the same isosurfaces with integration in normalized interval
space. Opacity is homogeneous throughout the entire surface.

Rendering of a �nite interval volume is shown in Figure 6 from
three different viewpoints with the same data set as in Figure 7. The
top row depicts renderings with DVR and varying opacities leading
to noticeable artifacts. Without signal reconstruction, improper sam-
pling leads to a visible crack in the structure. The right image incor-
porates reconstruction but the bending of the interval volume is oc-

cluded because opacity depends on the length of the ray segment and
has summed up to an almost opaque value. The renderings in the bot-
tom row employ our scale-invariant model for interval volumes. The
transitions are smooth and the bending of the interval is clearly visible
because opacity remains independent of the length in physical space.

Beyond arti�cial examples, we demonstrate our model in Figure 8
with the head data set. In the left image, the skull is classi�ed with
a constant white interval volume and the surrounding tissue with blue
and orange DVR contributions. The series of smaller images depict an
imitation of the same adjustment, but with DVR only and by modeling
the interval with a local support in the physically-based transfer func-
tion. Compared to our model, the DVR examples are not able to visu-
alize the structure of the skull properly while keeping a certain amount
of transparency. With our model, the brain area is clearly visible be-
cause the intersecting rays traverse the entire interval volume twice in
the front and in the back of the cranium. This results in a higher opac-
ity compared to the silhouette. In the latter case, the intersecting rays
traverse only parts of the interval and obtain a lower opacity, similar to
the �rst DVR example. Our model shows the surface-like character of
an interval volume with proper classi�cation of the cranium, opposed
to the DVR samples.

In Table 1, we illustrate the impact on performance of our algo-
rithm. We compare our uni�ed model with standard DVR to show the
additional expense. The most expensive part of our algorithm is the
lookup in the interval table to determine if monotonic traversal is nec-
essary or not. The result from the table is used to decide what part
of the current segment may contribute to the �nal color. For the data
sets used in our experiments, performance dropped about 20%–30%
compared to standard DVR.

9 CONCLUSION AND DISCUSSION

We have introduced a uni�ed model for high-quality rendering of gen-
eralized isosurfaces and standard direct volume rendering. Our al-
gorithm implements ef�cient signal reconstruction, guaranteeing ab-
sence of cracks and artifacts caused by improper sampling. Our model
renders sharp isosurfaces in the limit of an in�nitesimally narrow in-
terval by solving the volume-rendering integral in normalized interval
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Fig. 8. Multiple renderings of the head data set. The left image shows a rendering with our model. The skull is classi�ed wi th a constant white
interval volume, depicted in the transfer function with the white box. In addition, two DVR contributions classify surrounding tissue. The structure
of the skull is clearly visible with proper classi�cation. T he right series of images depicts the same interval volume, but modeled with DVR. The
physically-based extinction coef�cient of the interval is constantly increased, but either opacity is too small in the foreground or too high at the
silhouette of the skull.

space. We have implemented scale-invariant opacity for �nite inter-
vals, re�ecting the closeness to sharp isosurfaces and offering the pos-
sibility to classify uncertainty in volume data precisely, independent
of physical dimensions. Partial traversals are modeled with the min-
max distance that a ray traverses in data space which is related to DVR
with distance dependent opacity in physical space. Our algorithm is
designed for preintegrated direct volume rendering and is suited for
ef�cient GPU processing, capable of interactive frame rates.

Our acceleration technique for reconstructing the signal shows sig-
ni�cant performance improvements compared to explicit interpola-
tion. However, we demonstrated minor limitations concerning the
highest possible quality on current graphics hardware, due to the low
precision of trilinear interpolation of the texture unit. Future GPU gen-
erations might remedy this issue with high-precision �ltering, while
still being faster than explicit interpolation on the SIMD units. An-
other strategy could account for view dependency, employing precise
interpolation for voxels close to the camera and fast but less accurate
�ltering for distant cells.

The visual appearance of isosurfaces in DVR has been the topic
of several previous works. A common element of discussion is the
dependency of the local gradient and the physical dimensions. In this
context, this means that the topology of the data and the sampling
distance in�uence the color and the opacity of an isosurface, which
is inconsistent with the results from ray tracing of implicits or from
mesh-based rendering methods. In the following, we discuss related
works and how we generalized these methods to interval volumes.

Levoy [22] used the gradient to render antialiased isosurfaces with
a constant thickness of the transition region in physical space that a
ray traverses to calculate the opacity and to achieve homogeneous col-
oring. Although the method renders isosurface-like primitives with
a �nite yet typically small extent, the desired thickness is de�ned in
physical space and does not re�ect the topology of the surrounding
data. In contrast, an interval volume de�nes a �nite, often wide, extent
in data space that classi�es a subset of the volume that is usually not
of equal thickness in physical space. Compared to Levoy, our contri-
bution is a method to render data-driven �nite intervals with varying
dimensions in physical domain but with visual properties close to the
ones of isosurfaces.

Kraus [17] formulated the volume-rendering integral in data space.
Isosurfaces have an in�nitesimally narrow extent in data space, hence
an integration in this domain always leads to the same opacity and
to a homogeneous appearance because data is always constant within
an isosurface. For interval volumes, the situation is different because
data varies inside an interval volume as a ray traverses it in physical
domain, which means that the opacity depends on the path length in
data space. This variation in opacity is not controllable by the user
as it depends on the point of view and on the topology of the data,
leading to an inhomogeneous appearance of the interval volume and
possible occlusion important details in the background. We solve this
issue with our linear data model for interval volumes and normalize the
path length to 1 in interval domain. In this way, we achieve invariant
opacity for completely traversed interval volumes and we can model
partial traversals consistently with a simple distance in interval space.

Furthermore, opacity is not invariant in Kraus' model when scaling
interval boundaries in the transfer function. For example, the extinc-
tion coef�cient is scaled with the interval width in data spacesj � si ,
when assuming a constant transfer function. We address this problem
with our rendering model derived from scale-invariant isosurface ren-
dering. We span a �nite interval from a Dirac peak with a sequence
of rectangle functions to maintain invariance with respect to boundary
scaling. In this way, color and opacity only depend on the shape of the
transfer function.

Both previous models are designed to render different target im-
ages, each for a speci�c task. They provide valuable tools for volume
exploration and isosurface rendering. Yet, we have demonstrated how
these models can be advanced to offer a novel visualization technique
that is capable of extending current classi�cation methods.
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