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Figure 1: Various high-quality volume renderings of anatomical data sets generated with our GPU-basedraycasting system. All visualizations
use a combination of isosurfacerendering and semi-transparent volume rendering to provide both focus (bone) and context (tissue).

ABSTRACT

GPU-basedraycastingoffers an interestingalternative to conven-
tional slice-basedvolumerenderingdueto the inherent�e xibility
andthe high quality of the generatedimages.Recentadvancesin
graphicshardwareallow for theray traversalandvolumesampling
to beexecutedonaper-fragmentlevel completelyontheGPUlead-
ing to interactive framerates.In this work we presentoptimization
techniquesthatimprovetheperformanceandqualityof GPU-based
volumeraycasting.Weapplyahybrid image/objectspaceapproach
to acceleratetheraytraversalin animationsequencesthatworksfor
both isosurfacerenderingandsemi-transparentvolumerendering.
An empty-space–leapingtechniquethatexploits thespatialcoher-
encebetweenconsecutively renderedimagesis usedto estimatethe
optimal initial ray samplingpoint for eachimagepixel. This can
doublethe renderingperformancefor typical volumetricdatasets
without sacri�cing imagequality. The achieved speed-upallows
for furtherimprovementsof imagequality. We demonstrateanob-
ject spaceantialiasingtechniquebasedonselectivesuper-sampling
at sharpcreasesandsilhouetteedgeswhich alsobene�ts from ex-
ploiting frame-to-framecoherence.
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1 I NTRODUCTI ON

Many researchersrely on volumerenderingasa tool for analyzing
andunderstandingtheirdata.Thedegreeto which thisundertaking
succeedsis highly dependenton the quality of the visualizations
obtainedwith thevolumerenderer. In thiscontext, thetermquality
hasseveralaspects.On theonehandit meansthat the imagesare
artifact-freeandno informationcontainedin thedatahasbeenlost
due to, e.g.,numericalinaccuracies.On the otherhandit means
thatquality is alsohigh in termsof the informationcontentof the
visualization,i.e. theresearcheris offereda choiceof visualization
techniques(direct volume renderingallowing for an examination
of inner structures,indirectedvolumerenderingwith isosurfaces,
combinationsmodelingmaterialpropertieslike translucency) from
which the researchercan choosethe approachwhich revealsthe
optimum of information relevant for the analysis. This meansa
practicalvolumerendererhasto bevery�e xible andeasyto extend.

Finally, both accuracy and �e xibility becomevirtually mean-
inglessif the computationsrequiredfor synthesizingthe images
areso computationallyexpensive that animationsrequirethe pre-
computationof videosequences.Thelatterboilsdown to theprop-
erty of interactivity. So, in a nut shell, in order to be of value
for dataanalysis—especiallyfor critical applicationslikemedicine,
Fig. 1—avolumerenderermustbefast,�e xible, andableto gener-
atevisuallypleasing,useful,andaccuratevisualizations.

While traditional slice-basedvolume renderingmeetstwo of
thesecriteria it fails to meetthe third: �e xibility . This is due to
the fact that in slice-basedvolume renderingthe discretizedvol-
ume renderingintegral is evaluatedimplicitly by blendingsemi-
transparentslices.

On the otherhand,the classicalraycastingapproachexplicitly
performsthenumericalintegrationrequiredfor solvingthevolume
renderingintegral andit explicitly performstheintersectioncalcu-
lationsrequiredfor generatingisosurfaces. Accordingly, raycast-
ing is alsonot subjectto inaccuraciesinvolvedin, e.g.,framebuffer
blendingbut insteadcantakeadvantageof themaximumnumerical
accuracy offeredby theunderlyingprocessingunit.



However, until recentlythis processingunit wastheCPUwhich
meant that, again, one criterion—interactivity—was unful�lled.
Theadventof modernGPUssupportingprogrammablevertex and
fragmentprocessorswith ShaderModel3.0functionalityproviding
full dynamic�o w control capabilitieshaschangedthis and there
arenow GPU-basedraycastingimplementationsproviding signif-
icant performanceboostscomparedto software implementations.
Nevertheless,theexceptionalperformanceof slice-basedmethods
hasnot beenreached,yet. Thus,a volumerendererbeingsuperior
in everyaspectis still unavailable.

In this paperwe presenta completelyGPU-basedempty-space–
leapingtechniquefor optimizing the performanceof GPU-based
raycastingand for alleviating the performanceissue. The speed-
up gainedby the spaceleapingallows us to further increasethe
quality by antialiasingthe imagesusing a selective object space
super-samplingapproach.

Many accelerationtechniquesfor raycastinghavebeenproposed
but not all of themareeasilyadaptedto the GPU.The basicidea
behindmostaccelerationtechniquesis to avoid traversingandsam-
pling emptyvoxels,i.e. voxelsthatdo not contributeto thevolume
renderingintegral sincethey have zeroopacityor, in the caseof
isosurfacerendering,donotcontainpartsof theisosurface.

Two majorgroupsof techniqueshave beendeveloped.The�rst
employs regular or hierarchicalspace-partitioningdatastructures,
e.g.BSP-trees,to distinguishbetweennon-emptyandemptyvox-
elsandskip thelatter. Thesecondexploits thefactthatduringuser
interactionspatio-temporalcoherencefor raysshotthroughthevol-
umeis very high in volumerenderingto skip emptyregionsusing
informationfrom previously renderedimagesanddirectly leap to
the�rst datavoxel or raysamplingpositionthatexhibitssigni�cant
datavalues.Raytraversalis thenstartedat this point, reducingthe
volumesamplingcostsigni�cantly.

Although,hierarchicalspace-partitioningtechniquesprovide by
far the bestspeed-up,especiallyin the caseof isosurfaceraycast-
ing, they alsohavedisadvantages.For instancethey donotallow for
easyintegrationof self-shadowing andtherequireddepthordering
makesit dif�cult to includeshadingtechniquesbasedon changing
ray directions,e.grefractionor re�ection. And, what is especially
importantin our case,suchhierarchicaldatastructurescannotbe
easilymappedon currentgraphicsprocessingunits. In contrastan
empty-space–leapingapproachcanbe�tted easilyin therendering
pipelineof GPUraycastingand,aswe will show, candirectly ben-
e�t from thenative datamodelsandtheparallelprocessingpower
of theGPU.

2 REL ATED WORK

Raycastingof volumetric dataon the GPU hasonly recentlyat-
tractedtheattentionof researchers.Althoughusinggraphicshard-
warehasalongtraditionin volumerendering[1, 3], only recentad-
vancesin programmabilityandtheincrediblepaceatwhichtheper-
formanceof graphicsprocessorsincreasedover thelastyears,pro-
videsthemeansof carryingthebene�tsof raycastingto hardware-
acceleratedvolumerendering.

SeveralGPU-basedimplementationsof thebasicraycastingal-
gorithm for both structured[9, 15, 17, 19] andunstructured[21]
grids have beenpresented.Thesesolutionscanbe divided in two
classes. The �rst [9, 17, 21] group performsmultiple rendering
passes—similarto traditionalslice-basedvolumerendering—inor-
derto traversethevolumeandstoresintermediateresultscomputed
on a per-fragmentbasisin temporarybuffers that areaccessedin
subsequentrenderingpasses. The second[15, 19] executesthe
whole raycastingalgorithm in a single renderingpassexploiting
thedynamicbranchingfunctionality introducedwith Pixel Shader
Model3.0availableoncontemporarygraphicsprocessors.In [15] a
simpletechnologydemois shown thatdemonstratestheuseof ad-

# Determine ray direction
SUBdirection, fragment.texCoord[1], camera;
NRMdirection, direction;
# Start ray traversal
REPslicecount;

# Lookup scalar value in 3D volume texture
TXL texvalue, position, texture[0], 3D;
MOVscalar.r, texvalue.a;
# Dependent lookup in pre-integrated transfer function
TXL src, scalar, texture[1], 2D;
# Perform front-to-back blending
SUBtexblen.r, 1.0, dst.a;
MAD_SATdst, src, texblen.r, dst;
# Move position one step forward along ray direction
MADposition, direction, stepsize, position;
# Test if outside volume and exit loop
SGEtemp1.xyz, position, volExtentMin;
SLE temp2.xyz, position, volExtentMax;
DP3 inside.x, temp1, temp2;
SEQCinside.x, inside.x, 3.0;
BRK(EQ.x);
# Save current scalar value for pre-integration
MOVscalar.g, scalar.r;

ENDREP;

Figure 2: Basic fragment program code of a volume raycaster using
pre-integrated lookup tables.

vancedfragmentshaderfunctionality to implementa basicsingle-
passraycastingalgorithmfor regularvolumedatain a singlefrag-
mentprogram.In [19] wepresenteda�e xible framework for single
passGPU-raycastingthat takesadvantageof the easilyextensible
raycastingapproachto demonstratea numberof non-standardvol-
umerenderingtechniques,including refractingmaterialandself-
shadowing isosurfaces.

Although a wide rangeof accelerationtechniquesfor volume
raycastinghave beenproposedandmany optimizationsfrom tra-
ditional raytracingof polygonalgeometrycanbe appliedaswell,
we will not give anexhaustive overview of all techniqueshere.We
ratherfocuson theclassof space-leapingtechniquesandtheir ap-
plicationin volumerenderingthataredirectly relatedto our work.
In particular, we will not discussthe large �eld of empty-space-
skipping techniquesbasedon spatialsubdivision [8, 11, 14] and
distance�elds [18].

The �rst to describeempty-space–leapingtechniquesthat ex-
ploit thespatio-temporalcoherencein successiveanimationframes
to speed up volume raycasting have been Gudmundsonand
Rand́en [5] and Yagel and Shi [23] in the early 1990s. While
the solution shown in [5] was limited to parallel projections,the
introductionof an intermediatecoordinatesbuffer that storesthe
objectspacecoordinatesof the�rst non-transparentvoxel encoun-
teredduring ray traversalby Yagel and Shi [23] allows also for
perspective projections.By reprojectingthecontentof thecoordi-
natesbuffer of thepreviously renderedframeusingpoint-splatting
accordingto the new viewing parametersthey obtainan estimate
of theinitial ray positionfor computingthecurrentimage,thereby
skippingvoxelsthatdonotcontributeto the�nal image.

Several extensionsandimprovementsto the original algorithm
have beenproposed.Wanet al. [20] usea cell-splattingapproach,
reprojectingvoxels insteadof pointsandcombineit with precom-
puteddistance-basedempty-spaceskipping.Anotherapproachwas
demonstratedby Yoon et al. [24]. Insteadof transformingthe
point coordinatesthey project the raysinto the coordinatesbuffer
of the previous animationframein order to rapidly �nd intersec-
tions with isosurfaces. A recentapproachby Lakareand Kauf-
man[10] exploitsraycoherenceinsteadof inter-framecoherenceto
build thespaceleapingstructure.Thebasicempty-space–skipping



approach—basedonraycoherence,frame-to-framecoherence,and
spacepartitioning—isalsowidely usedin traditionalraytracingof
polygonalobjects.

Theonly approach,to ourknowledge,thatappliesgraphicshard-
wareto computeempty-space–leapingdatafor raycastingwaspre-
sentedby WestermannandSevenich[22]. They acceleratesoftware
raycastingusingdepthinformationobtainedfrom slice-basedvol-
umerendering.

3 RAYCASTI NG ON THE GPU

The basicapproachto volumeraycastingon the GPU is to render
only the front facesof theboundingbox to generateonefragment
for eachpixel that is possiblyaffectedby the volume. Attributes
interpolatedper-fragment,suchastexturecoordinates,canbeused
to easilydeterminethe ray startingpositionson theboundingbox
front facesandalsoallow for the inexpensive computationof ray
directionswith respectto the positionof the camera. The actual
ray traversalandtheincrementalintegrationof thevolumerender-
ing integral with a given optical model and samplingdistanceis
carriedout completelyin a fragmentprogramwithin a singleren-
deringpass. In Fig. 2 codefor a completive implementationof a
volume raycasterusing pre-integratedlookup tables[4] is listed.
While this simpleapproachalreadyproducesusableresults,some
optimizationsin termsof usability andperformancecanbe added
easily.

First, themaximalloop countso far is limited to 255 iterations
for actualhardware, i.e. NVIDIA GeForce6x, which imposesan
upperboundof possiblesamplepointsthatis too low for sub-voxel
samplingof reasonablysizeddatasets. By simply addinga sec-
ond, nestedloop this upperlimit canbe raisedto 2552 iterations,
which shouldprove to be suf�cient for the datasetsfocusedon
nowadays.Second,theperformanceof theraycastercanbesignif-
icantly increasedby additionallyterminatingraysassoonasthey
have left thevolume. Third, theraycastingapproachcanbeeasily
extendedby earlyray terminationwith respectto thealreadyaccu-
mulatedopacityduring the traversalto avoid unnecessarytexture
sampling,reducethenumberof arithmeticoperations,andoverall
minimizefragmentshaderexpenses.Having thepossibilityof data-
dependentloop termination,this functionalitycanbeimplemented
with asingleinstruction.

Such a single-passGPU-basedraycastingapproachprovides
severalbene�tsover slice-basedvolumerendering.It is �e xible in
termsof aneasyintegrationof differentopticalmodelsandshading
styles.While raycastingcaneasilyincorporateevenvery sophisti-
catedopticalmodels,for examplecontinuousrefractionwith pos-
siblechangeof theraydirectionateverysamplepoint,somemeth-
ods are quite challengingto apply to slice-basedvolume render-
ing andimposequite often multiple renderpasseswith additional
computationaloverhead.Nevertheless,many advancedtechniques
for volume visualizationwere integratedinto slice-basedrender-
ing systems.For exampleKnisset al. [6, 7] usedhalf-angleslices
to incorporatevolumetriclight attenuationeffects,like volumetric
shadowsor translucency, into volumerendering.

In termsof quality, raycastingprovidessomecharacteristicsthat
leadto superiorresults. On the onehand,the samplingdistances
remainconstantthroughoutthe whole volumewhenusedin con-
nectionwith perspective projection,while usingmultiple slicesas
proxy geometryresultsin varying sampledistancesfor eachray.
On the other hand, raycastingoffers higher accuracy due to the
useof full precision�oating pointcalculationsthroughoutthecom-
pletepipeline. Slice-basedvolumerenderingaswell asmulti-pass
GPUraycastingsuffer from thelackof high-accuracy �oating point
blending. Although with the introductionof application-created
framebuffer objectsto OpenGLby theEXTframebuffer object
extensionit is now possibleto renderto �oating point buffers that

support16 and32 bit blending,this issueis still not solved. While
blendingin a16bit RGBA �oating pointcolorbuffer is still signif-
icantlyslower thanblending8 bit colorvalues,full precision32bit
blendingis, by now, notof�cialy supported,prohibitively slow, and
asa resultnot feasiblefor interactiveapplications.

However, GPU raycastingso far is slower comparedto slice-
basedrenderingalthoughboth approacheshave in principle the
samecomputationalcomplexity. This is mainly due to the over-
headimposedby thedynamic�o w control instructionsin thefrag-
mentshaderprogram.Evenif thispenaltywill hopefullyalleviated
with thenext generationsof graphicsprocessors,furtheroptimiza-
tionscanhelpto signi�cantly increasetheraycastingperformance.
Of themany otheroptimizationstrategiesthathave beenoriginally
proposedfor traditionalCPU-basedraycastingthemostpromising
is to exploit frame-to-framecoherencein connectionwith empty-
spaceleapingin orderto speedup raycastingonGPUs.

4 EM PTY SPACE L EAPI NG BY REPROJECTI ON
ON GRAPHI CS HARDWARE

Beforegiving detailon how to implementempty-spaceleapingon
graphicshardware,we startthediscussionwith a brief description
of how the basicapproachasdescribedin [23] canbe integrated
into anexistingvolumeraycastingsystem.

A schematicoverview of thealgorithmis shown in Fig. 3. Up to
threeoff-screenrendertargetsB0 to B2 areusedto storeintermedi-
ateinformation,suchasraystartingpositions,the�nal imageof the
renderedvolumefor post-processing,e.g.antialiasingor tonemap-
ping, andthe positionof the �rst non-transparentsamplingpoints
alongthe ray, similar to the coordinatesbuffer introducedin [23].
All rendertargetshave �oating point precision.Then,theacceler-
atedraycastingproceedsasfollows: For the�rst framea full-scale
raycastingof the volumehasto be performed,thusthe initial ray
positionsaresetto theobjectsspacepositionscorrespondingto the
front facesof thevolume'sboundingbox. Then,thevolumeis ray-
castandtwo rendertargetsarewritten: Onecontainingthe usual
raycastcolor imageof thevolumeanda secondthatstoresthepo-
sitions of the �rst relevant ray samplingpoints, in the following
referredto asthehit points, encounteredduringray traversal.The
raycastimageis either directly copiedto the framebuffer, possi-
bly involving a tonemapping,or furtherprocessedasdescribedin

Initialization Reprojection

Reinit?

Raycasting

B0 B0

B1 B2

Figure 3: Schematic overview of GPU-basedspaceleaping.



Sec.5. For consecutive frames,thepreviously storedhit pointsare
reprojected,i.e. transformedregardingto thenew viewing parame-
ters,in orderto obtaina new estimatefor theray startingpositions
for thesubsequentraycastingstep. Thegraphicsprocessoris per-
fectly suitedfor this kind of point projectiontechniqueasit is pri-
marily designedfor fastvertex processing.Besides,thevertex pro-
cessingunits aremostly idle in a GPU-basedraycastingapproach
asit is heavily rasterization-boundandtheonly geometryinvolved
sofar is theproxy-geometryrepresentedby thefacesof thevolume
boundingbox. Thus, the overheadimposedby projectingthe hit
pointsontotheimageplanecanberegardedinsigni�cant compared
to the overall computationalcostof raycasting.Furthermore,the
necessarydepthsorting of the reprojectedpoints comesvirtually
for free.

We have implementedthis approachasanextensionto thesin-
gle passraycastingsystem1 describedin [19] using OpenGL2.0
on a NVIDIA GeForce 7800 GTX basedMS Windows system.
The NVfragment program2 and NVvertex program3 exten-
sions are used for dynamic �o w control in fragmentprograms
necessaryfor implementingthe raycasterand performingtexture
lookupsin a vertex programnecessaryin the reprojectionstepsas
will bedescribedin Sec.4.3. Thegraphicsmemorybuffersneeded
to storethespaceleapinginformationhaveto be32bitRGB�oating
pointbufferssincethey storeobjectspacevertex coordinates.Basi-
cally, nowadays,therearetwo possibilitiesfor implementingsuch
off-screenbuffers.EitherP-Buffersin combinationwith therender-
to-texture extensionor the recentlyintroducedapplication-created
framebuffer objectscanbe used. We decidedto useframebuffer-
attachedtexturesprovidedby thenew EXTframebuffer object
extensionfor directly renderingto texturememorydueto thesim-
plicity of handlingandthegoodperformancecomparedto theother
possibility. Furtherdetailon how thedifferentstepsof theacceler-
atedraycastingareactually implementedwill be given in the fol-
lowing sections.

4.1 Initialization

Beforeraycastingthe�rst imagein ananimationsequence,thestart
pointsfor therayscastthroughthevolumehave to beinitialized in
orderto startthe pipelinewith a well-de�ned state.As no further
informationis available,yet, theintersectionsbetweentheraysand
the boundingbox of the volume have to be used,similar to the
standardalgorithm describedin Sec.3. Thus, the front facesof
theboundingbox arerenderedinto the textureboundto buffer B0
mappinginterpolatedobjectspacecoordinatestoRGBcolorvalues.

Reinitializationof theray startpositionsis alsonecessaryif, for
example,thewindow is resized,thusinvalidatingtherendertargets,
or large changesof the volumeor view parameters,e.g. isovalue,
transferfunctionor largecameramovements,havebeenperformed
by theuser. However, moderatechangesin thevolumeparameters
arecompensatedby theconservativeestimatetakenfor theraystart
positions. Thus,reinitializationis only necessaryif, e.g., the iso-
value is changedin very large stepsor a completelynew transfer
functionis loaded.

4.2 Raycasting

Theraycastingprocessis startedfor all pixelsof theprojectedvol-
umeby renderingthe front facesof thevolume's boundingbox as
aproxygeometry. Thesinglepassraycastingprogramdescribedin
Sec.3 hasto beslightly modi�ed to accomplishthespaceleaping.
For eachpixel coveredby thevolumethetextureboundto B0 holds
theestimatedstartingpositionsfor theraysprovidedby therepro-
jection of the hit point coordinatesfrom the previous passor set
by the initialization. Thus,theuseof the interpolatedobjectspace

1http://www.vis.uni-stuttgart.de/eng/research/�elds/current/spvolren

coordinatesprovidedasfragmentattribute is replacedby a texture
lookup basedon the currentfragmentpositionthat yields the ini-
tial ray samplingpositionfrom wherethevolumetraversalis to be
started.

During raycasting,the positionof the �rst samplingpoint con-
tributing to the�nal imageis written to thetextureboundto buffer
B2. For opaqueisosurfacerenderingthis correspondsto the inter-
sectionpointof theraywith thesurface,whereaswhenusingsemi-
transparentvolumerepresentationsthe�rst samplingpoint is stored
thatcorrespondsto ascalarvaluethatis notmappedto acompletely
transparentcolor. To copewith inaccuraciesduring the following
reprojectionstepthatwould leadto inexactresultsor evenartifacts
when,for example,the foremostisosurfacewould be missed,the
hit point hasto be moved slightly backalongthe ray beforeit is
written to thebuffer. Dependingon thesamplingsteplengthh the
upperlimit for thenumberof sampleswehaveto stepbackto make
surenot to missa signi�cant datavoxel canbeestimated.A con-
servativeestimationwouldbe

nmax =

&p
Dx2 + Dy2 + Dz2

h

'

;

with Di denotingtheedgelengthof thevoxel in therespective co-
ordinatedirection.Although,this upperlimit canbequitehigh for
small samplingdistances,one to threesamplelengthshave been
proven to be suf�cient for the volumetricdatasetswe have used
to evaluateour implementation(Sec.6). For rayscompletelymiss-
ing thevolume,i.e.nonon-transparentvoxel hasbeenencountered
during ray traversal,the point wherethe ray leavesthe volumeis
written to B2. Note that pixels lying outsidethe volume's projec-
tion alsohave to beinitialized to somemeaningfulvalueto ensure
thatthosepointsdo not interferewith thefollowing transformation
andprojectionstepasdescribedbelow.

Theaccumulatedcolorandopacityvaluesfor eachfragmentthat
amountto the raycastedimageis written to anotherrendertarget
boundto buffer B1. Afterwards,the contentof that buffer canbe
eitherdirectly copiedto the framebuffer, e.g.,with tonemapping
applied,or furtherprocessed,e.g.,antialiasedasdescribedin Sec.5.

4.3 Reprojection

Thenext stepis to obtainanew estimatefor theinitial raysampling
positionsfor the next image. For this, the hit points determined
during the raycastingof the previous animationframehave to be
reprojectedinto the imageplanespeci�ed by theviewing parame-
tersof thenew frame.As thepoint coordinatesarestoredin object
spaceit is suf�cient to initialize the OpenGLmodelview andpro-
jection matrix accordingto the new view parametersand to feed
thepositionsthroughthegeometrypipelineto computethenew co-
ordinatesof their screenspaceprojection,i.e. theorigin of theray
thatis expectedto hit them.Only thenecessarypointsarerendered,
i.e. thosecorrespondingto pixels insidethescreenalignedbound-
ing rectangleof theprojectedvolume,to saveonvertex processing.
A vertex programis usedto setthecolor of theresultingfragment
to theinput objectspacecoordinatesof therespective hit point po-
sition.

Unfortunately, it is not possibleto usethe positionsstoredas
RGBA colors in the texture boundto B2 directly as input to ver-
tex processing,e.g., as a vertex array. NVIDIA GPUsby now,
do not supportdirect renderingto vertex buffers. Although, the
SuperBuffers extension[12] proposedby ATI and supportedby
their recent families of graphicsprocessorsprovides the possi-
bility of binding a graphicsmemorybuffer to arbitrary OpenGL
objects, i.e. rendertargets, texture objectsor vertex arrays, this
functionality has,regrettably, not beenincorporatedinto the new
EXTframe buffer object extensionweuseto renderdirectly to



a texture. On the other hand,currentATI GPUsdo not support
thedynamicloopingandbranchingfunctionalityof ShaderModel
3.0 necessaryfor implementingour raycastingsolution. Hence,at
themomenttheonly solutionto userenderedpixelsasvertex input
on NVIDIA GPUsthat doesnot involve a prohibitively expensive
copy to and from main memoryis to usea separatevertex array
containingdummyvertex positionsin combinationwith a texture
lookup in a vertex program.Thedummyvertex positions,in fact,
have to representthetexturecoordinateswith which the input tex-
tureboundto B2 hasto besampledto gettheactualvertex coordi-
nates.Then,the vertex positionis replacedby the valuereturned
by the texture lookupbeforeit is projectedto screen-spacevia the
modelview projectiontransform. Additionally, eachfragmentof
the projectedpoint is assignedthe objectspacecoordinateof the
point asthe RGB color value,servingasthe ray startingposition
for thefollowing raycasting,asalreadymentionedabove.

It shouldbenotedthatpixels lying outsidetheprojectionof the
volumeboundingbox alreadyhave to beinitialized beforetheray-
castingstepwrites theactualhit points. This is crucial in orderto
avoid problemscausedby suchpoints being projectedinside the
volume's footprint in imagespaceduring reprojection.Therefore,
we clearbuffer B2 with a coordinatevaluethat is guaranteedto lie
outsidethe currentview frustumafter applyingthe view transfor-
mation by renderinga viewport �lling polygon of that color. A
simple clear will not work here,as the clear color getsclamped
to the [0;1] range. Then,view frustumculling ensuresthat those
pointsdo not have an effect on the projectedpoint setby setting
their coordinatesto apositionoutsidetheviewing frustum.

4.4 Hole Filling

Although after reprojectionmostpixels have assignedthe correct
startingpositionfor the subsequentraycastingstep,therearestill
two problemsthat have to be addressed.First, holes, i.e. pixels
containingno informationof the reprojectedpositions,canoccur
in the image.This is becausethescreen-spacepositionsof there-
projectedpointsdonotnecessarilycoincidewith theintegerframe-
buffer pixel locationsbut insteadareassignedto thepixelsnearest
to their normalizedwindow coordinates.Thus,no space-leaping
informationis availableandwe have to starta full-scaleraycasting
from the �rst meaningfulposition, i.e. the intersectionof the ray
with thevolumeboundary. Thesecondproblemis closelyrelated
to the�rst. Although,in theory, multiple reprojectedpointsthatare
mappedto the samepixel locationshouldbe sortedin the correct
depthorderit is still possibleto endup with a wrongestimatefor
the initial ray positionin certainpixels. Due to the describeddis-
cretizationproblemsandthenatureof theperspective transforma-
tion it is likely thatvaluesof pointsthatshouldhave beenactually
coveredby pointslying closerto theviewerarestill visible. Hence,
the wrong startpositionswould be chosenandimportantpartsof
the volumewould be missedduring raycasting.Several solutions
for this problemhave beenproposed,including the useof point-
andcell-splattingmethods[20, 23].

Both splattingapproachesexploit the fact thatprojectingpoints
that exhibit a screenspacefootprint larger thana singlepixel can
solvetheocclusionproblemaslongasthepointsarespreaddensely
overtheimageplane.Depthsortingguaranteesthatfor overlapping
pointsthe mostconservative estimate,i.e. the point nearestto the
viewer, is alwayschosen.Choosinga point sizeof two or four we
have not noticedany artifactsdueto wrong depthorderingin our
testcases.On theotherhand,renderingpointsthatarelarger than
onepixel posesnosigni�cant overhead.As thefragmentprocessors
of all modernGPUsprocesspixels in groupsratherthanindividu-
ally, it is evenslowerto rendermany unconnectedsinglepixelsthan
aprimitivewith a largenumberof pixels,ascoherencebetweenthe
pixelsis typically muchhigher.

Figure 4: Illustration of the e�ects of the two hole �lling steps. Left:
Start positions after reprojection. Middle: Splatting extendedpoints.
Right: Final start points after both hole �lling steps.

Although renderingenlarged points signi�cantly reducesthe
numberof holesin the imagethereare still somepixels left for
whichnoinformationisavailable.Thesepixelshavetobeidenti�ed
andpresetto ameaningfulvalue.A veryconservativemeasureis to
setthemto the intersectionof theray with thevolume's bounding
box. This is accomplishedby initializing thealphacomponentsof
thedestinationbuffer to zeroprior to reprojectingthepoint coordi-
nates.While renderingthepointsthealphavaluefor thegenerated
fragmentsis set to one. Renderingthe front facesof the volume
boundingboxagainandupdatingthepixelsonly wherealphais not
alreadyequalto onecorrectspixel valuesthatpreviouslycontained
novalid startpositions.

Anothersolutionto thehole �lling problemthat couldcometo
themind would beto rendera closedtrianglemeshinsteadof sin-
gle points. By its very naturethis meshwill not exhibit any holes.
Unfortunately, thereareotherproblemsthat prevent that solution.
Firstof all, renderingthetrianglemeshinvolvesamuchlargerover-
headsincemuchhighervertex processingcostswould arisefrom
renderingthenecessarytrianglestripsor fans.But themaindraw-
back originatesfrom the trianglesthemselves. This is explained
mosteasilyusinganexample.Let usconsiderthreeadjacentpixels
forming a trianglesituatedat thesilhouetteof thevolumesprojec-
tion, e.g., two verticesof the trianglehave objectspacepositions
insidethevolumeandtheremainingvertex lies on thebackfaceof
thevolume's boundingbox. It is very likely that this trianglewill
bemappedto a singlepixel during rasterizationasits normalwill
benearlyorthogonalto theview direction. As thedepthvaluefor
thatpixel will belinearly interpolatedfrom thedepthvaluesof the
triangle's verticesandsincethereis no control over which depth
valueand,accordingly, color valueof the threeverticesis chosen
by thehardwarerasterizer, it is in factvery likely to endup with a
completelywrongestimateof thenew hit pointpositions.

The imagesshown in Fig. 4 illustratetheeffect of the two hole
�lling steps.The left-mostimageshows the startpositionsbuffer
afterreprojectinghit pointsof sizeonefor anisosurfacerendering
of theBucky Ball dataset.Whitevaluesrepresentpixelsfor which
no space-leapingdatais available,yet. The few outliers in color
on thefront of theisosurfacedepictpixelswith wronginformation
dueto incorrectocclusion. The middle imageshows the resultof
reprojectionusingpointsof sizefour. Obviously, all pixelsthatpre-
viously sufferedfrom incorrectocclusionnow have valid informa-
tion. Theright imageshows theresultafterupdatingtheremaining
holeswith positionson thevolume's front faces.

On theotherhand,theassumptionaboutframe-to-framecoher-
enceis obviously only correctfor smalldifferencesin theviewing
parametersfor consecutive images.Nevertheless,artifactscanoc-
curwhenviolent interactionandlow frameratesareinvolved.Thus,
artifactsdueto incorrectray startpositionsareunavoidable.Fortu-
nately, splattingof extendedpointsprovidesacertaindegreeof self-
correctingbehavior, i.e. artifacts that arisefrom incorrectspace-
leapinginformationaremostlycorrectedautomatically, assoonas
the view differencesin consecutively renderedimagesfall below
a certainlevel. This is a resultof the propagation of depthinfor-



mationin thevicinity of projectedpointscausedby their enlarged
screenspacefootprint.

5 SEL ECTI VE SUPER-SAM PL I NG

Due to the discretesamplingof the imageplane, the raycasting
approachgeneratesimageswith visible artifactspredominantlyat
silhouettes,featurelinesandregionsof high gradientmagnitudes.
Thesealiasingartifactsaremostapparentin imagesof staticviews
andnegatively affect theotherwisehighqualityprovidedby thede-
scribedvolumeraycastingapproach.To copewith this problem—
whichis not just limited to raycasting—graphicshardwareprovides
full-sceneantialiasing(FSAA) for application-independentusage.
The techniquesusedarebasedon samplingthe areacoveredby a
singlepixel in imagespacemultiple timesandcombiningthe re-
sultsto the�nal color. Thenumberof additionalsamplesandtheir
arrangementaremanifold anddirectly in�uence the resultingim-
age. Finally, all super-samplingalgorithmsboil down to a perfor-
mancevs. quality tradeoff, sinceadditional rays result in higher
qualitybut alsoin highercomputationalcosts.

Unfortunately, this built-in functionality cannotbe utilized for
our optimizedraycastingsystem,sincethe renderingof the image
hasto take placein anapplication-basedframebuffer objectdueto
the needof writing into two separate�oating point buffers simul-
taneouslywhile renderingthevolume(seeSec.4.2). However, the
EXTframebuffer object extensiondoesnot allow for creating
multi-sampledbuffers,thereforetheapplicationitself is requiredto
provideananti-aliasingmechanism.

We integratedboth full-sceneantialiasingas well as selective
super-samplinginto our raycastingsystemto further improve the
visualquality of thegeneratedimages.All additionallygenerated
rayssigni�cantly bene�t from theappliedempty-space–leapingop-
timization sincethe hit pointsof the actualrenderingcanbe used
directly without theneedfor prior transformation.The raycasting
is performedasdescribedabove, followedby theadditionalsuper-
sampling,which operatesdirectly on thegeneratedcolor valuesas
well asthe actualhit points. The resultingimageis passedto the
window-system–providedframebuffer andpresentedto theuser.

While usingFSAA requiresevery pixel in imagespaceto bere-
�ned, selective super-sampling�rst analyzesthe vicinity of each
pixel andgeneratesadditionalraysonly at pixelsthatpossiblysuf-
fer from aliasingartifacts. The classi�cationcriterion is basedon
the differencesin color valuesof a pixel to its four-neighborhood
comparedto a userde�ned threshold. If the magnitudeof any of
thefour differencesexceedsthegiventhreshold,super-samplingis
appliedto thispixel, while in theothercasetheoriginalcolorvalue
remainsunchanged.Thisallowsfor improving theimagequality in
themostsigni�cant regionswithout theneedto re�ne thecomplete
image-spaceatahighersamplingrate.Weinvestigatedthreediffer-
entsamplingpatternscomparableto patternsusedfor FSAA onre-
centgraphicshardware.Besidestwo regularsub-pixel schemesfor
two-fold andfour-fold super-sampling,the third samplingpattern
usesrotated-gridsampling(RGAA)[2], which leadsto a diamond-
shapedarrangementfor optimizedsub-pixel coverage.This proves
to besuperiorto a regularpatternsinceeachrow andcolumof the

Figure 5: Sampling patterns usedfor antialiasing. Solid lines indicate
pixel boundaries.

Figure 6: Comparison of antialiasing quality. Left to right: no an-
tialiasing, 2� super-sampling, 4� regular super-sampling, and 4�
rotated-grid antialiasing.

sub-pixel is exactly coveredby a singlesamplepoint,asillustrated
in thecomparisonof all implementedsamplingpatternsin Fig. 5.

In orderto determineray directionsfor sub-pixels,we employ a
linear interpolationschemebasedon the ray directionsof thecur-
rentpixel andthedirectionsof two of its neighborsasdepictedin
Fig. 7. Theparametersof the linear interpolationarespeci�ed via
a setof texture coordinatevalues,allowing for arbitrarysampling
positionsother than the alreadydescribed. Sincethe four direct
neighborsneedto belookedup anyway, moreaccuratebilinearin-
terpolationcouldalsobeusedif required.

The in�uence of the differentsub-samplingmethodson the �-
nal imageandthe original unalteredreferenceimagearedepicted
in Fig. 6. As expectedfour-fold super-samplingoutperformsthe
two-fold approach,but asmentionedabove, theincreasein quality
is tradedfor speed.Renderingtheshown isosurfacerepresentation
of a380� 340� 110distancevolumedatasetwithoutantialiasingre-
sultsin 30.7fps. Two-fold full-scenesuper-samplingreducesthis
performanceto 12.6fps,while castingfour raysresultsin aframer-
ateof 9.4fps. Thehighperformancelossin the�rst caseis primar-
ily dueto the overheadimposedby additionaltexture lookupsre-
quiredfor determiningvaluesof thefourdirectneighborpixels.Ac-
cordingly, thereis only arelatively smalldropin performancewhen
usinghighersuper-samplingratessinceno further texture lookups
arenecessary. Reducingthenumberof re�ned pixelswith a selec-
tive super-samplingapproachdoesnot automaticallyincreaseper-
formancefor thecaseof volumeraycasting.As all modernGPUs
processpixelsin largergroups,renderingonly asinglepixel posesa
non-negligible overheadthatdiminishestheadvantagesof selective
re�nement.

Figure 7: Two alternative schemesfor determining the sub-pixel ray
directions. Left: linear interpolation, right: bilinear interpolation.
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Figure 8: Images rendered with accelerated GPU-raycasting for various data sets. Data set sizesand a performance comparisons of the basic
GPU-raycasting technique with our empty-space{leaping implementation for both rendering styles are given in Tab. 1. The images in the �rst
row show isosurfacerenderings, those in the secondrow semi-transparent volume renderings.

6 RESULTS AND DI SCUSSI ON

In this section we show the effectivenessof the empty-space–
leapingtechniquewe have implementedfor acceleratingour GPU-
basedraycastingsystem.All measurementswerecarriedout on a
standardPCequippedwith anNVIDIA GeForce7800GTX graph-
ics boardrunningMS Windows XP. For all imagesandmeasure-
mentsthesamplingstepsizewaschosento beat leastassmall as
theminimal slicedistanceof thevolumedataset.All imageswere
renderedto a 5122 viewport. No super-samplingwasusedfor this
measurements.Thespeed-upof morethana factorof two thatwe
achievefor isosurfacerenderingsis promising.Whenrenderingthe
isosurfaceof theAbdomendataset(Fig. 8d) without empty-space
leapingan averageof 177 samplingstepsper pixel wasnecessary

Table 1: Performance of the GPU-based raycasting with and with-
out empty-space leaping (ESL). Shown are the average framerates
measuredwhile rotating the volumes according to the views shown
in Fig. 8 multiple times about the y-axis. The sampling step size h
is given with respect to the shortest edge of the voxels.

dataset size h noESL ESL speed-up

Engine(8a) 2562� 110 0.5 13.2 24.2 1.8
Head(8c) 2562� 225 0.5 7.7 17.1 2.2
Foot (8b) 160� 430� 183 0.4 6.7 18.8 2.7
Foot (8f) 160� 430� 183 0.8 9.7 13.2 1.4
Abdomen(8d) 5122� 174 0.7 3.9 10.4 2.7
Abdomen(8h) 5122� 174 0.7 5.6 6.8 1.2
Aneurysm(8g) 5123 0.5 3.6 6.2 1.7
Aneurysm(8g) 5123 1.0 7.0 11.9 1.7
Backpack(8e) 5122� 373 1.0 2.6 3.9 1.5

until thesurfacewashit. Usingempty-spaceleapingthisnumberis
reducedto 25steps,requiringonly teniterationsfor morethan60%
of thepixels(comparedto 1.8%for theunoptimizedsolution).

Since the reprojectionstep—especiallythe renderingof the
points—imposesadditionaloverhead,theeffectivenessof thepre-
sentedapproachis stronglydependenton thesamplingstepsize.A
signi�cant speed-upcanonly beexpectedif thecostfor sampling
emptyregions is signi�cantly higher thanthat for point splatting.
But this is almostalwaystruefor high-qualityrenderingsdueto the
typically veryhighsamplingrate.

Obviously, anempty-space–leapingtechniqueis not very effec-
tivefor semi-transparentvolumerenderingsif mostpartsof thevol-
ume are visible. As shown in Tab. 1 a speed-upof only 20% is
achieved for the Abdomendataset if the skin is shown (Fig. 8h).
Muchhigherperformancecouldbeexpectedif aspacepartitioning
approach,e.g. an octree,would be usedto also skip transparent
voxels that ly within or behindvisible volumeparts.Furthermore,
bricking approacheshave theadditionaladvantageof reducedtex-
turememoryconsumption.This would allow for visualizationsof
largervolumedatasets.By now oursolutionis limited to 5123 vol-
umes,dueto the maximum3D texture sizeof our graphicscard.
Although, therearegraphiccardswith 512MB of memoryavail-
able,thesizeof 3D texturesis still restrictedto atmost256MBper
texture. But bricking hasdisadvantages,aswell. Bricking requires
therenderingandblendingof depth-sortedbricksoneafteranother.
However, raycastingwith non-linearrays,e.g.,refractingvolumes,
doesnot exhibit suchsimpleorderingcharacteristics.Thus,brick-
basedsolutionsarenot feasiblein suchascenario.More important,
bricking-optimizedGPU-raycastersdo not allow for shadow rays
to betracedthroughthevolumesincethedynamicselectionof the
necessarybricksfor traversingtheshadow rayscannotbedonein-
sidea fragmentshaderprogram.Nevertheless,shadows areanim-
portantvisualcuein theperceptionof spatialrelationshipsin com-
plex volumerenderingsor high-qualityrepresentations.Both tech-
niquescanberelatively easilyintegratedin our acceleratedsingle-
passraycastingsolution[19].



It is dif�cult to comparetheresultswith othervolumeraycasting
solutions,namelyoptimizedsoftwareraycastingsystemssincethe
performanceof a raycastingsystemdependsstronglyon theunder-
lying hardware,theusedviewportsizeandthefractionof theview-
portcoveredby theimageof thevolume,thecurrentview direction,
andotherrenderingparameterssuchassamplingstepsize,isovalue,
or transferfunction. Especiallyfor volume renderingtechniques
that involve view-dependedaccelerationmethodsit is importantto
notewhetherthe presentednumbersrepresenta �x ed view point
or theaverageperformancethatcanbeexpectedduringinteractive
manipulationof thevolume. LakareandKaufman[10], for exam-
ple, report a performanceof 5.4 fps for their CPU-basedempty-
space–leapingschemewhen renderingan isosurfaceof the Head
datasetshown in Fig. 8cona2.6GHzPentium4PC,usingapprox-
imatelythesameviewing conditions.Unfortunately, no precisein-
formationaboutthe usedsamplingstepsizeandimageresolution
is provided.

AnotherCPU-basedraycastingsystemthat implementsa num-
ber of optimizationtechniqueswaspresentedby Mora et al. [14].
They reportamuchhigherperformanceof up to 7.7fps for render-
ing this datasetto a 5122 viewport on a 1.4GHzAthlon processor,
but their systemis limited to orthographicprojectionandheavily
exploitspre-computationsto speeduptherendering.

It is also interesting to compareour results to special pur-
posevolumerenderinghardware, like the VolumePro[16] or the
VizardII [13] boards.For theVolumeProboarda theoreticalvalue
of 30 fps for a 2563 dataseton a 2562 viewport is reported. No
timings for real measurementsaregiven. Also, only orthographic
projectionis possiblewith this hardwaresolution. In contrast,the
VizardII hardwareallows for perspective views. For staticviews
with precomputedrays the VizardII hardware can renderup to
16 fps andmeasurementsof 3-7 fps for a 2563 datasetusing2562

raysaregiven. For dynamicviews, i.e. whereit is not possibleto
useprecomputedrays,theVizardII hardwareis limited to a maxi-
mumof 4 fpswhenusing2562 rays.

7 CONCL USI ON

We have presenteda solutionfor acceleratingGPU-basedraycast-
ing basedon anempty-space–leapingtechnique.TheGPUis used
bothfor performingthecompleteraycastingonaper-fragmentlevel
andalsofor acceleratingthecomputationof optimizedray starting
positions.By exploiting frame-to-framecoherencewe experience
aspeed-upof morethana factorof two for therenderingof isosur-
facescomparedto the basicGPU-raycastingtechnique.Allowing
for frameratesthatcomecloseto valuesthatcanbeachievedusing
specialpurposevolumerenderinghardware.Oursystemis comple-
mentedbyantialiasingtechniquesbecause,eventually, speedmeans
nothingwithoutquality.
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