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Figure 1: Example Setup I: Combination of a CTA (Computed Tomography Angiography) dataset and a related MRI (Magnetic Resonance
Imaging) dataset of a human head. The MRI dataset provides the skin and brain tissue. It is vertically cut and the two halves are moved away
from each other to get insight to the inner structures. The CTA dataset contains the skull and the vessels which are rendered with different
transfer functions. Images (a-c) show three stages of an interactive multi-volume visualization session and image (d) represents the render
graph which corresponds to the nal con guration in (c).

ABSTRACT the variety and complexity of volume rendering techniques that
focus on the interactive analysis of a single volume dataset has
advanced signi cantly and has become an established eld of re-
_search. However, the simultaneous analysis of multiple correlated
datasets or several different regions of particular interest within a
single complex volume is a more sophisticated problem. In this
ase, a prerequisite for a comprehensive analysis and a proper un-

Volume rendering of multiple intersecting volumetric objects is a
dif cult visualization task, especially if different rendering styles
need to be applied to the components, in order to achieve the de
sired illustration effect. Real-time performance for even complex
scenarios is obtained by exploiting the speed and exibility of mod-
ern GPUs, but at the same time programming the necessary shader . . - s
turned into a task for GPU experFt)s ognly. We f%resee the den}:and for dérstanding of the volume data is not only the interactivity of the
an intermediate level of programming abstraction where visualiza- visualization technique but also an adequate visual representation.
tion specialists can realize advanced applications without the need N order to gain insight into multiple intermixed complex shapes,
to deal with shader programming intricacies. abstr_actlon is the k_ey for communicating the underlying problem to
In this paper, we describe a generic technique for multi-volume the viewer. Reducing the information in the datasets to a level that

rendering, which generates shader code dynamically from an ab-'€presents only relevant features allows quick and intuitive under-
stract render graph. By combining pre-de ned nodes, complex standing. Thls_ already led to a variety of GPU algorlthrr_]s, that
volume operations can be realized. Our system ef ciently creates have been designed to address particular volume rendering prob-
GPU-based fragment shader and vertex shader programs “on-the!®ms [16, 11, 6]. Implementing algorithms for GPUs was based
y" to achieve the desired visual results. We demonstrate the ex- O assembler level for several years and therefore required pro-
ibility of our technique by applying several dynamically generated 9rammers with specialized knowledge. = Although the work has

volume rendering styles to multi-modal medical datasets. been eased by the release of high level shading languages like C
for Graphics (Cg) or the OpenGL Shading Language (GLSL), the

Index Terms: 1.3.2 [Computer Graphics]: Graphics Systems—- gap between expert programmers and visualization professionals is
Interaction Techniques; 1.3.3 [Computer Graphics]: Picture/lmage still widening, due to higher complexity and a wider range of al-
Generation—- Display Algorithms; 1.3.6 [Computer Graphics]: gorithms. From a developer's point of view, a system in which a

Methodology and Techniques—- Dynamic Shader Generation;  modularized, new shading algorithm can be applied to many appli-
cations, would be a signi cant step forward. Such a modularization
1 INTRODUCTION is also very helpful for the non-expert user, since the given modules

Direct volume rendering has become a powerful and widely-used ¢an €asily be combined without the need for detailed knowledge of

technique for effective visualization of 3D volumetric data in many the underlying techniques. In addition to that, the exploding size

elds. Driven by the rapid development of programmable high- ©f datasets, and the necessity to combine a multitude of datasets in

performance graphics hardware (GPUs) for the consumer market,0n€ scene, promotes the demand for systems that support a proper
handling and processing of multi-volume data itself.

Email: f roesslejbotchefertig@vis.uni-stuttgart.de In this work, we propose a dynamic GPU shader generation tech-
nigue as a solution for this problem domain. We present a render-
ing framework which is able to handle multiple volume datasets
that can be combined in one scene, and which allows for the rapid
development of new visualization applications. It assembles var-




ious complex volume rendering styles from prede ned pieces of by Folkeardet al.[7]. This technique dynamically creates shader
code “on-the-y” and assigns them to parts of one or more vol- programs by combining user-de ned sections of code snippets to
umes. Therefore, we developed a exible render graph, which can various shader algorithms. McGuire et al. [13] follow a similar
be freely con gured from several modularized nodes, leaving the approach, but propose an abstract shade tree for combining the
user on an abstract level, designing a multi-volume illustration (see shaders on a graphical level. Plate et al. [15] also use a graph layout
Figure 1). The main contributions of our paper are: to interactively de ne shaders for multi-volume rendering.
Though, the latter two approaches allow the de nition of shaders

The basic concept and implementation details of a dynamic by an abstract graph, they still provide shading functionallity on

shader generation framework in the context of multi-volume a low level, demanding a deeper understanding of the underlying

visualization. rendering and shading techniques. In contrast to that, our system,

A multi-volume visualization tool built on top of the frame- ~ which is also based on a graph representation, wraps complex shad-

work, which provides the full exibility of the render graph,  ing algorithms in single, freely combinable graph nodes, which al-

without burdening the user with details about the underlying lows the user to concentrate on the visualization result.

rendering and GPU techniques.

L . 3 MuULTI-OBJECT VOLUME RENDERING

The applicability of the presented approach is illustrated by ) . .

several use cases and examples in the eld of medical multi- For rendering a single volume dataset, there exist a number of GPU-

volume visualization. based techniques, e.g. raycasting, splatting, and texture slicing,
which numerically evaluate the continuous volume rendering in-
tegral. The basic idea of these techniques is to rst sample the vol-
ume at certain sampling positions, then map the sampled values to

The presentation of our work is composed as follows: Section 2
outlines related work. In Section 3 a short introduction to the multi-

volu_m_e rendering pro_blem_ is given. In Section 4 we present the color and opacity, and nally compose the resulting color values in
basic ideas and functionality of the render graph concept and give correct depth order

a detailed example. Section 5 details the dynamic shader genera- If several intersecting volumetric objects should be visualized in

tl?enn:{e?\r;\t?olr?\gs_legstls%?Itnrfeorfn\SI?i\f\CoIISnfeercélr(l)geﬁnwefrglricel\i\?c?rlgg_n q2 single image, it has to be decided how the different objects con-
p P 9 tribute to the nal image. For this multi-volume rendering prob-

our visualization tool. Section 7 gives a detailed description of sev- lem Cai and Sakas [3] determined three levels of volume intermix-
eral medical application examples. In Section 8, we discuss someing_ Forimage levelntermixing, the volumes are rendered inde-
performance measurements and we conclude in Section 9. pendently and the resulting images are combined by a compositing
rule, which may take the opacity and depth value of the pixels into
account. Foraccumulation leveintermixing, the visual contribu-
In the last decade research on the eld of GPU-based volume ren-ions of the volumes are combined step by step. At each sampling
dering has made signi cant progress and is deployed in many elds point the sample values of the different volumes are mapped inde-
of application today. For a comprehensive overview of state-of-the- nendently to colors and opacities and then these values are accumu-
art volume rendering techniques we refer the interested reader t0jg1ed to a single sample color. Filumination levelintermixing
Engeletal.[6]. o the sample color is not intermixed from colors and opacities, but
Many applications in scienti c and medical visualization operate  gjrectly computed by a special multi-volume illumination model.
on multiple datasets rather than only on a single input dataset. A \hile illumination level intermixing allows to produce physi-
general approach for intermixing several volumes was proposed by cajly inspired results like X-ray images, accumulation level inter-
Cai and Sakas [3]. They show three fundamental types of renderingmixing is the most common approach for illustrative multi-volume
pipelines for multi-volume data intermixing. Grimet al. [8] de- visualization because it provides the possibility of applying inde-
signed a CPU-based ray-casting algorithm for direct multi-volume pengent transfer functions and shading styles to the different vol-
rendering, that handles single volume areas and regions where sevymes. Furthermore, in contrast to image level intermixing, it leads
eral volumes intersect separately. In [9], Hadwigéral. show to a correct depth cueing of the volumes.
how segmented, volume datasets can be effectively visualized with  The compositing of the different volume samples at accumula-

modern graphics hardware, by applying different illustrative ren- ton |evel is often performed by standard alpha blending with the
dering modes to different structures. Bruckeeal.[1] presented a recursiveoveroperator:

framework that integrates a number of non-photorealistic rendering

styles that can be applied to multiple volumetric datasets to achieve aout
traditional three-dimensional illustrations. In [21], Wilsen al. Cout
discuss the challenges for a combined visualization of several vol- o o .
umes, that are derived from different measurement techniques orGi @nda; are the pre-multiplied color contribution and opacity of the
numerical simulations. &Bler et al. [17] developed a GPU-based i-th volume sample, andis the total number of volumes. A prob-
multi-volume visualization framework for the combined visualiza- e of this operator is, that the resulting color and opacity depends
tion of anatomical and functional brain images. Nadeau [14] and ON the order in which the volumes are applied. For this reason other
Chen and Tucker [5] propose different graph based schemes toOPerators have been proposed, which calculate a weighted sum of
model complex multi-volume scenes. In this paper, we present a the single contributions. An example is tinelusive opacitppera-
similar concept, but focus on the applicability to GPU-based ren- tor of Cai and Sakas where the color values are weighted with their

2 RELATED WORK

(1 aj)aoutt ai; _ 1)
(1 aj)coutci; i=1; ;n

dering. normalized opacity:

Several research results have been published in the area of dy- N n
namic GPU shader generation. McCool et al. [12] presented a Cout= & ——Gi; with asum= Q ai: 2
shader algebra, with de ned operators to manipulate shader pro- i=1 @sum i=1

grams and thus, facilitate deferred shading. Libraries like Brook [2]

and Glift [10] provide abstract access layers to GPU memory and 4 THE RENDER GRAPH CONCEPT

low level shader functionality. Chan et al. [4] give a solution The fact that accumulation level intermixing permits an arbitrary
to the partitioning problem of complex fragment shaders for pro- combination of shading styles and transfer functions, leads to a
grammable graphics hardware. A exible method to combine sin- large number of possible visualization algorithms for a given multi-
gle functions into a composed GPU shader program was proposedvolume scene. Further on, the volume intermixing is performed on
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Figure 2: The abstract render graph structure represents a scene of Figure 3: The resulting image of the applied render graph given in
two volumes with different rendering styles applied. Figure 2 to the dual-volume scene.

a per-sample level, which implies — in the context of GPU-based Conditional Node In contrast to the splitter node, @nditional

rendering — that for each of the visualization algorithms a special- node performs a subdivision of the volume objects themselves.

ized GPU shader has to be provided. Usually this complexity is This means, during the rendering process only the branch is chosen

coped with by providing a set of xed shaders for prede ned com- for which the condition is true. These conditions are normally

binations of volumes and shading techniques. evaluated on basis of the actual fragment position and could for
In order to overcome these restrictions and to provide full ex- example describe the selection of a segmented structure or the

ibility in GPU-based multi-volume rendering, we developed the clipping against an implicitly given geometry like a plane.

so calledrender graph This graph describes a complex multi-

volume shading algorithm by the combination of seveealder Transformation Node To spatially separate whole volumes

nodes Thereby, each render node describes a certain part of theor previously subdivided parts of them, it is possible to insert a

whole shading algorithm and the nal shader code is automatically transformation nodénto the render graph. This node implements

generated by the system due to the actual graph con guration. Un- an af ne transformation which is applied to all volumes that are

like a classical scene graph, which permits the creation and ma-assigned to the actual branch. Thereby, volume displacement can

nipulation of complex scenes, the render graph describes the visu-be realized.

alization of a given multi-volume scene on the level of shading a

single multi-volume sample, independent of the nally applied vol- 4.3 Shader Nodes

ume rendering technique. We provide three basic types of renderThe third kind of nodes are thehader nodeswhich exclusively

nodes, which represent different stages of the shading process.  implement low-level shading operations to compute the resulting

image. The shader nodes can be placed anywhere in the render

4.1 The Scene Node graph, and several shader nodes can be cascaded on a pathérom th

The root of the entire render graph is always de ned by a single root down to a single leaf of the graph. In this case, the successor

scene nodé¢hat represents the interface between the external de- either overwrites or manipulates the result of its preceding shader

scription of the scene objects (i.e. the camera, light sources andnode.

volumes) and the graph itself. Therefore, this node collects the re-

quired information from these objects and passes it on to its chil- 44 A Render Graph Example

dren. To clarify the abstract functionality of the render graph and its
nodes, we describe a structural example for the computation of the
4.2 Structural Nodes resulting sample color in correspondence to Figure 2. Render nodes

Starting from the scene node, all volumes are initially treated are represented by grey boxes. The colored lines describe the paths
equivalent, regarding the shading process. To allow a separateof the volumes, the black arrows indicate the parent-child relation-
handling of different volumes as a whole or just parts of them, ship of nodes. Applying this graph to the given dual-volume scene,
structural nodesare introduced. These nodes do not directly with volumeV1 as the hand dataset and voluw® as the bucky
contribute to the shading result, rather they provide capabilities ball, results in the image shown in Figure 3.
to dynamically control the evaluation of the render graph by Starting at the scene node, which handles the attached volumes,
branching and manipulation. Three kinds of structural nodes are their path leads through the graph in a top-down manner. The rst
supported: splitter nodeSplit V1/V2divides the paths of both volumes into
two branches, where the hand volume takes the left branch and the
Splitter Node The splitter node is used to divide the han-  bucky ball takes the right one. Voluml hits another splitter node
dling of the volumes into several branches. Therefore, an arbitrary Split V1/V1 This node virtually splits the single path of the volume
number of groups can be created, where each group contains onénto two independent branches, that both work on the same hand
or more volumes. Moreover, a volume can be placed in several volume, but lead to different shader nodes, indicated by the contin-
groups simultaneously. Every group results in a new branch of uous lines and the dashed lines. T3kin Shadenode in the left
the render graph. Thus, it is possible to de ne different rendering branch is responsible for the semi-transparent iso-surface iegder
styles for different volumes or to combine several rendering styles of the skin, while theBone Shadenode in the right branch per-
for a single volume. This can be considered as a branching onforms a direct volume rendering of the bone structure in Figure 3.
object level. Both nodes are succeeded by illumination nodes, that manipulate



the previously calculated fragment sample color with lighting com-
putation.
Investigating the right branch of nod&plit V1/V2 volume V2

encounters a conditional no@ondition V2 This node splits the

bucky ball into two halves using a clipping plane. The left branch

hits anlso Shadenode, followed by an illumination node, resulting

in a lighted iso-surface. The right branch runs into the transforma-

tion nodeTransform translating and rotating this half, before the di- W W

rect volume rendering nodeVR Shadeserves the unlighted color

for this path. Finally, the contributions of the different branches are

mixed according to the de ned accumulation operation. Figure 4: The two-pass shader generation algorithm. In the rst pass
the required variables are determined and saved in the variable state.

5 DYNAMIC SHADER GENERATION In the second pass the shader programs are assembled from prede-

The goal of dynamic shader generation is to convert the abstract "€d code parts.

representation of the render graph into an especially adapted GPU-outgoing branch, which indicates, if the related branch should be

based shader program, that can be used for hardware accelerategvaluated due to the applied condition. Furthermore a condition

rendering. For this purpose, we implemented a generic shader gennode may manipulate the actual volume gradient with respect to

eration framework for OpenGL and the high-level shader language the distance to the clip surface as proposed in [20], to get correct

GLSL [18]. The advantage of GLSL (and other high level shader illumination results in succeeding computations.

languages) is, that it permits the generation of structural C-like

code, which is automatically optimized by the compiler with re- 51  Two-pass Shader Assembly

spect to the current hardware con guration. " .
The basic idea of our shader generation approach is, that a single2@5€d on the de nition of output variables, the related shader

render node acts as a container that stores all needed informationCOde’ and the erendenues on input vanab!es, It is possible to

and dependencies to perform its desired task. Therefore, it providesJenerate a speci ¢ shader program for computing the nal color of

a set of output variables, that either act as input for succeeding ren-2 multi-volume sample. Therefore, the shader generation process

der nodes or as nal output value for the actual volume sample. For 1S divided into two passes (see Figure 4). The rst pass evaluates

each of these output variables the following information has to be the graph and determines all output variables which have to be
given: computed for the requested sample color. This information is

stored in the so-calledariable state which is a structural copy
1. Name and type:A unigue name and a data type to permit of the render graph, that holds only the currently used variables

correct access by other render nodes. and links to the original render graph nodes. In the second pass
2. Shader code partPrede ned code that implements the com- the pre-computed variable state is used to combine the associated
putation of the output variables. shader code parts for the nal shader program.

3. Input variables Output variables from previous render nodes .« pass The render graph is traversed in depth-rst order

on which the computation of the actual output variable is , cojiect the variables, and for each render node an associated

based on. variable state nodés created. When a leaf node of the render
4. Externals External parameters and textures that are needed graph is reached, it is tested if it can provide the sample color

for the output computation. They are passed to the shaders asand if positive, this variable is stored in the related variable state

uniform variables. node. Furthermore, the applied input variables are stored in a list
5. Shader typeAn output variable can either be calculated per Of required variables. On the way back to the root of the graph, this

vertex in the vertex shader and interpolated by the graphics list is re-investigated for each passed node and servable variables

hardware, or it has to be calculated per fragment in the frag- are replaced by their associated input variables. If the actual render

ment shader. graph con guration de nes a valid shader program, the list of
required variables will be empty in the end.

Branches of the render graph — originating from condition and
splitter nodes — are evaluated independently on the way down. At

Which output variables a render node serves, depends highly onthe backward traversal the different lists of required variables are re
its type (see Section 4). The scene node for example provides allmerged to a single one. In addition, at splitter nodes it is determined
information of the given multi-volume scene to the other nodes of which volumes are investigated at the different branches. Since the
the graph. This is e.g. the actual camera matrix or the position of a sample colors only have to be computed for still active volumes,
light source. Additionally it serves the actual sample position and this information is additionally stored in the related variable state
the volumes' scalar values, gradients and curvatures at this position.at the leaf node and propagated to the required input variables. At
To facilitate complex shading algorithms like pre-integration or iso- conditional nodes, for each outgoing branch the related conditional
surface shading, these values are also provided for the succeedingariable is added to the required variables list and then processed
sample position along the viewing ray. just like the others.

A shader node generally computes the sample color for a single A transformation node plays a special role in the variable
volume. There are two major types of shader nodes. Those whichgathering pass. All variables with volume or transformation
are computing the resulting color directly from the actual volume scope that are computed on the succeeding branch, have to be
sample, e.g. direct volume rendering or isosurface shading, ar thos adjusted due to the de ned transformation. The same has to
which are manipulating the previously computed sample color to be done for the required variables on the way up to the root.
apply for example illumination or ghosting effects. Additionally, if the same volume is examined multiple times on

Structural render nodes do not directly contribute to the render- different branches with different transformations, it effectively
ing result, which means that they usually do not provide any output has to be rendered multiple times at different positions. Thus,
variable that can be used by a succeeding node. Nevertheless, coneven the preprocessing — e.g. the slicing for slice-based volume
dition nodes have to provide a boolean condition variable for each rendering — is affected. To cope with this fact, all volumes

6. Scope A variable can either be valid for the whole scene, for
a certain transformation, or for a speci ¢ volume.



that are actually active on a transformation node's branch are
shallowly cloned, which means that the clones point to the original
volumes, and additional transformation matrixes are attached.
Furthermore, the active volumes at the outgoing branch of a
transformation node are replaced by their related clones. In the
subsequent processing steps of shader generation and rend#ring, v2 V2 v2
volumes in the scene — originals and clones — are treated equivalent.

. . Figure 5: Three types of multi-volume slice accumulation on the ex-
Second Pas¥Vhile the de nition of render nodes and the gener- ample of two overlapping proxy slices: Merge (left), Separate (mid-

ation of variables do not depend on a certain rendering teChnique’dle), and Intersect (right). Each different colored region is processed

the code generation pass produces shader programs that are espgy an individual shader. The gray square illustrates the intersection
cially adapted to the applied rendering algorithm. Currently, our |ayer of the multi-volume slice.

system supports slice-based volume rendering (see Section 6) and
creates a corresponding vertex/fragment shader pair for therrende
ing of a single multi-volume slice. It is possible to generate a single 6 [MPLEMENTATION

shader program that processes all volumes in the scene at once, OfFor the implementation of dynamic shader generation and multi-
separate shader programs for single volumes or programs for anyyolume visualization we have developed an object oriented frame-
combination of them. work based on C++, OpenGL and GLSL. The framework consists
To assemble a shader program for a given set of volumes, the©f four major components: treeene descriptigrtherender graph
pre-computed variable state is traversed in depth- rst order. At @multi-volume renderernd theshader generatorWhile the scene
each variable state node the shader code parts, that are associatédscription and the render graph is independent of the applied ren-
with the stored variables, are taken and, depending on the variable'sdering technique, the renderer and the shader generator are adapted
shader type, either added to the vertex or to the fragment shader!© the currently supported multi-volume rendering approach, which
If a variable, that is computed in the fragment shader, depends di- 1S Pased on 3D texture slicing with view-aligned slices. Therefore,
rectly on a variable in the vertex shader, this input variable is served the volumes in the multi-volume scene are primarily transformed
automatically to the fragment shader by a varying variable. How- into camera space and then the volume bounding boxes are equidis-
ever, the number of varying components that can be used in a sin-tantly sliced along the viewing direction. This slicing leadsntalti-
gle GPU program is limited and depends on the graphics hardware.Volume sliceseach containing coplanar proxy slices of the different
To overcome this restriction, the number of potential varying com- volumes in the scene. The sampling distance between the multi-
ponents is counted before assembling the shaders and, if the limitvolume slices is chosen in relation to the volume with the smallest

is exceeded, vertex shader variables are computed in the fragmenYy0Xel size. For rendering, the multi-volume slices are processed in
shader as well. back-to-front order and their previously accumulated color contri-

] ) ) _ bution is blended with the over operator into the frame buffer. Since
If a variable has either transformation scope or volume scope, its the shader generation system allows the assembly of shader pro-
code segment is de ned only once by the render node, but is ap- grams for any combination of volumes in the scene, three different

pended to the shader several times for each requested transformagchniques for the multi-volume slice accumulation (see Figure 5)
tion and/or volume respectively. To ensure the distinction of the dif- 5re considered:

ferent computations, the variable names are additionally extended

by a unique per-volume post x. Merge (Fig. 5 left) This method merges the geometry of all ex-
isting proxy slices into a single hull, which is not necessarily
convex. Then this hull is tessellated wighuTesselatoof the
OpenGL Utility Library (GLU) and the resulting triangles are
rendered with a single shader, that accumulates the contribu-
tions of alln volumes within the multi-volume slice, requiring

no shader switches at all.

If there are branches in the render graph, the shader code is as-
sembled independently for each branch and nally combined. In
order to avoid unnecessary computations, the code parts of vari-
ables of previous render nodes are always added to the shader as
late as possible. If a variable is used in all outgoing branches of a
structural node, itis placed before branching, but if it is only needed
for a single branch, it is computed inside exclusively. Conditional Separate (Fig. 5 middle) The separation technique is based on the
branches are evaluated, if the associated conditions — represented  strategy to handle each proxy slice separately. Here, no ex-

by boolean condition variables — are satis ed. This is realized by pensive merge of the volume slices is necessary. A single
nesting the branches insifestatements. If a transformation node shader for each of the volumes is assembled, resultingrin
is placed somewhere below a conditional branch and the branching shader switches per multi-volume slice.

condition depends on the transformation, for each leaf of the out- ) . . .
going subtree, the condition has to be evaluated as an independenttérsect (Fig. 5 right) The third technique goes one step further

if-branch in the shader code. by handling each possible combination of intersecting vol-
) umes with a different shader. This method needs to divide the
After the traversal of the variable state graph, code for the accu- regions of intersecting volumes into single bounding polygons
mulation of the color contributions (see Section 3) of the different and needs to tessellate them. Regarding the shader switches,
volumes at the different branches is added to the fragment shader, the upper limit is 2 due to the maximum number of possible
to compute the nal multi-volume sampling color. combinations oh overlapping volumes.

The generated GPU program is now ready for direct use in slice-
based multi-volume rendering, which is presented in the next sec-
tion. Nevertheless, the shader generator could easily be extende
to the generation of shaders for GPU-based ray-casting like pro-
posed by Stegmaier et al. [19]. The major change would be, that Depending on the used multi-slice accumulation algorithm, the
the shader generator has to nest the code for the computation forshader generator has to generate different sets of GPU shader pro-
a single multi-volume sample into an enclosing loop for the ray grams. This is performed on the y at the rst time a certain com-
traversal. bination of volumes appears and then the shader program is stored

A further discussion of the advantages and disadvantages of the
hree accumulation techniques and some comparative performance
esults for different scenarios can be found in Section 8.



herited for individual implementations. The extensions that have to
be implemented in an inherited node class are basically restricted
to the de nition of the node's output or condition variables with
dependencies and their related code parts (see Section 5) and to the
implementation of therepareGLmethod. To permit the interactive
manipulation of the render node, additionally an individual manip-
ulation dialog for the render node view has to be provided. Then,
the new node can be directly used and combined with any other
available render node.

7 APPLICATION

A typical scenario for multi-volume rendering is medical visu-
alization and illustration. On the one hand, several scans with
different imaging modalities are often taken of a single patient,
to get comprehensive information about anatomical structures
and functional processes. On the other hand, a single dataset
Figure 6: A screen shot of the multi-volume visualization tool, show- usually contains a couple of different structures which can best be
ing the Setup . emphasized by different transfer functions and shading techniques.
Thus, to demonstrate the applicability and exibility of the
in a map for later re-use. So, only if the render graph con gura- Presented multi-volume rendering framework, we have applied
tion changes or another slicing technique is chosen, the shader proour visualization tool to several different medical use cases, which
grams are discarded and re-generated during the rendering of theare detailed in the following. The visualization results of the four
next frame. example setups and the corresponding render graphs are shown in
Before rendering can be nally performed, the required hard- Figure 1 and Figure 7 respectively.
ware resources like volume textures or color lookup tables have
to be reserved and the uniforms have to be set. For this purpose, DiagnosisThe rstuse case is an example in the area of neurora-
each render node has to providepareGLmethod, where it diological diagnosis for the detection of malformations of cerebral
can realize its individual setups for OpenGL-based rendering. blood vessels. Therefore a CTA (Computed Tomography Angiog-
Since the uniform values may change between two consecutiveraphy) scan of the patient's head is taken, which is a CT technique,
frames, the preparation is performed for each frame and each usedvhere a contrast agent is injected to emphasize the vessel struc-
multi-volume shader program by traversing the render graph and ture in the resulting images. In addition, an MRI (Magnetic Reso-
calling the nodes' individugbrepareGLmethods. nance Imaging) scan, that accentuates the brain tissue, is used, to
get the patient speci c relationship between the blood vessels and
Based on the presented multi-volume visualization framework, the anatomical structure of the brain. The CTA and the MRI scans
we have built a visualization tool, that provides full exibility for ~ are co-registered in a preprocessing step before visual diagnosis.
generating meaningful representations of the investigated datasets. Figure 1 shows an example visualization (Setup 1) of this
It facilitates to intuitively build up the render graph on an abstract two-volume scene. Images (a-c) illustrate different visualization
graphical level, completely decoupling the operator from the com- steps during the render graph con guration, and Image (d) shows
plex process of information handling and shader generation. This isthe render graph that corresponds to the nal result in (c). The
demonstrated in the accompanying villdor the interactive con- goal of the visualization is to present the intracranial brain vessels
guration of the example graph given in Figure 2. in relation to the surrounding skull and in the context of the brain
The graphical user interface (GUI) of the system consists of three structure. Therefore, the visualization path of the two volumes is
views (see Figure 6). The maj@nder viewshows the visualization rst split into one branch for the MRI volume and two branches
results due to the actual scene and render graph con guration andfor the CT volume by asplitter node Then, the MRI volume,
provides interactive manipulation of the camera position with the Which contains the skin and the brain tissue, is rendered with a
mouse. The two other views are placed above each other on the lefidirect volume rendering (DVR) nodend the surface structure is
hand side of the render view. The lowender graph viewpresents ~ emphasized by the combination ofcartoon shading nodand
the render graph as a hierarchical tree. The graph in a whole can be2 lighting node which performs Phong shading. To get insight
manipulated by appending and deleting nodes. It is also possible tointo the inner structures, the MRI head is divided vertically by a
insert nodes at a higher level of the graph, because deleted bsancheplane condition nodend the two halves are rotated and moved
are stored in a clip-board and can be re-inserted later. If a nodeaway from each other by twéranformation nodes The rst
of the render graph is selected, the abmmder node vievehows branch of the CT volume is responsible for the visualization of the
an individual dialog for the manipulation of the nodes' individual ~Skull. For this purpose &VR nodewith a transfer function that
parameters. Changes in the node or graph view are directly mappeceXxtracts the bone tissue and a standard Phong shading is applied.
to the underlying render graph and the resulting effects to the multi- On the second CT branch the vessel structure inside the skull is
volume visualization are shown immediately in the render view. ~ extracted. Primarily, a so-callephere condition nodss applied,
To facilitate the easy generation of meaningful multi-volume vi- Which approximates the brain volume by a sphere and cuts away
sualizations we have already implemented a couple of render nodes?ll vessels outside this sphere. TherDWR nodewith a transfer
for several volume shading, illustration and clipping techniques. function for the vessels is attached and nally the vessels are
Some examples are presented in the next section. Further on, ittmphasized by cartoon and Phong shading.
is possible to extend the system to new techniques by integrating ) o ) .
new render nodes. While the scene node, the transformation nodeAnalysis Another application area of medical multi-volume
and the splitter node (see Section 4) have xed functionality, there visualization is the analysis of functional processes inside the

exist basic shader node and condition node classes that can be inbuman body, that are measured by functional imaging methods,
e.g. fMRI (functional MRI). This is a special MRI technique,

Iwww.vis.uni-stuttgart.de/ roessler that measures the activation of the brain. It is for example used
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Figure 7: Example Setups |-V and the corresponding render graphs: Setup Il in image (a) shows a DVR shaded functional MRI (fMRI) dataset
combined with the anatomical brain MRI data rendered as illuminated semi-transparent isosurface and a single 2D slice of the whole head as
context information, Setup Ill in image (b) shows the combination of an illuminated DVR shaded MRI head with a ghosting method applied to see
the inside. The interior brain is rendered as illuminated isosurface with a 3D LIC computation applied, to emphasize the curvature. For Setup IV
in image (c) the upper half of the head is cut away, to lay open the brain, which is segmented and colored due to a functional brain atlas.

by cognitive neuroscientist to study the relationships between with respect to the center and radius of a prede ned sphere. By
cognitive tasks and the involved brain regions. To get an impres- this, the inside brain becomes visible, which is rendered as an illu-
sion of the localization of the functional processes, the functional minated isosurface with an additional 3D LIC (line integral convo-
brain images are usually fused with a corresponding anatomical lution) computation on the surface to emphasize the curvature. This
reference dataset. is a ow visualization technique, which is applied to the previously

An example for fMRI volume visualization is given in Fig- CcOmputed curvature eld of the brain dataset.
ure 7 (a) (Setup I1), which shows a multi-volume scene consisting . /N the second illustrative example (Figure 7 (c), Setup IV), the

of an fMRI activation dataset, a corresponding anatomical MRI brain is subdivided into several functional regions due to a given
dataset of the head, and a third dataset which contains the_brain atlas. Therfore, the MRI head is again shaded with DVR and

explicitly segmented brain of the anatomical MRI volume. To illuminated with Phong, but with another transfer function as in the

visualize the relation between the three datasets, three different 'St €xample. The upper half of the head is cut away bylane
shading techniques are applied. The activation volume is renderedcondition node which is placed in front of th®VR node The
with DVR and a special transfer function, that color codes the Prainis initially shaded with DVR, with a gray value transfer func-
activation values. The brain dataset is visualized by an illuminated fion applied and also illuminated. Then,tag condition nodes
semi-transparent iso-surface, to show the brain surface withoutattached, which takes an additional tagged volume — the brain atlas
occluding the activation inside. Finally, a single orthogonal slice of — that assigns an unique region id to each voxel. The tag condition
the complete MRI volume is extracted bystice nodeto provide node permits the.de nition of tag groups and for each group a new
the anatomical context of the scene. outgoing branch is generated. In the given examgleolor nodes

are attached to each of theses branches, which multiply the previous
llustration lllustrative volume rendering techniques become 9ray values of the fragments with a pre-de ned color.
more and more important in medical volume visualization (e.g.
[1, 9]), because they permit to emphasize signi cant information 8 RESULTS AND DISCUSSION
in the datasets, while nonrelevant information is suppressed.

- ; L . . L We have tested the rendering performance of our system for each
While the major application of illustrative volume rendering is the

f X : ” Lo of the four example setups. Thereby, CTA and MRI datasets used
creation of illustrations for presentation and education, it can also ¢, geyyp | have both a resolution of 256x256x120 voxels, the head
be used for diagnostic analytic purposes. and the brain dataset for Setup I, Ill, and IV have a resolution of
Figure 7 (b) and (c) show two illustrative medical multi-volume  181x217x181 voxels, and the fMRI activation volume in Setup Il
visualizations that are generated with our framework. Both present has a resolution of 40x48x34. Table 1 shows the measured results
a two-volume scene of a MRI dataset of a human head and the ex-with respect to the presented multi-volume slicing technigues. De-
plicitly segmented brain. In the rst example (Figure 7 (b)) (Setup pending on the complexity of the applied render graph and the to-
11I) the whole MRI volume is shaded with DVR and illuminated tal number of volumes in the scene the advantages of the differ-
with Phong shading. Additionally, ghosting nodas appended, ent techniques are accentuated. As can be clearly seen, the sep-
which subsequently increases the transparency of the fragmentsaration method dominates for most cases in terms of performance,
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Datasets Merge Separate Intersect

Setupl(a) 35 48 44 REFERENCES -

Setup | (c) 16 40 11 [1] S. Bruckner and M. E. Giller. Volumeshop: An interactive system

Setup II 123 201 141 for direct volume illustration. IrProceedings of IEEE Visualization
2005 pages 671-678, 2005.

ggiﬂg :{l/ 721 %g %j [2] I. Buck, T. Foley, D. Horn, J. Sugerman, K. Fatahalian, Maudton,

3
but with the signi cant drawback of the restriction of the accumula- 3]
tion functionality to standard GPU blending operations. If more so- 4]
phisticated accumulation functions are required, the two other slic-
ing techniques are the only choice, which have the disadvantage of
high cost for the additional tesselation. Nevertheless, the intersect
method can even outperform the separate approach if the bounding
boxes of all volumes are co-aligned, as can be seen for setup Ill and [5]
setup IV. This is caused by less effort for rasterization, since each
sample is only processed once. For setup | (a) and Setup Il to IV, [6]
merge is slower than intersect due to two reasons. First, each vol-
ume is sampled for the whole proxy geometry and unneeded sam- [7]
ples are computed in non-overlapping regions. Second, it has to be
tested for each sample whether it belongs to a volume or not. In
setup | (c) the advantage turns over to merge, because of the expo-
nentially raising effort for tesselating the overlapping proxy geome-
tries, needed by the intersect approach. Summarizing, the choice of
the slicing technique highly depends on the graph con guration and
the desired quality of the visualization result.

Regarding the system's complexity, the effort for shader genera-
tion has also to be taken into account. It is linear with respect to the
number of volumes and the number of render nodes, because eaclu1]
node has to be processed two times for each volume. Since the total
number of volumes and render nodes is rather small, the generation
time is minimal in contrast to the rendering performance. Another [12]
aspect is the complexity of the generated shader programs, which
is also linearly increasing with the number of volumes and render [13]
nodes. Additionally, it depends on the single complexities of the
applied shading algorithms, e.g. the LIC computation in setup Il
is very expensive and thus, highly effecting the frame rates. Nev- (14]
ertheless, the performance tests in the context of neuro science 15
and neuro surgery have shown, that the system provides interactiv ]
framerates even for complex scenarios. So, it ts well to a wide
range of medical problems and allows our clinical partners to create
meaningful and comprehensive visualizations in an intuitive way.

El

(10]

(16]

9 CONCLUSION AND FUTURE WORK [17]

Combined multi-volume rendering of different modalities is a pow-

erful method for illustrating complex structures in the data. How-
ever, programming these shader techniques is a very complicated18]
and time consuming task. With the help of the dynamic shader
generation technique presented in this work, hardware shading had19]
advanced to a more modular and exible procedure. By combining
various speci ed shader nodes, a user without experience in shader
programming can easily mix these techniques to achieve the desired
visual result. We have shown the power of our approach for speci c (20]
medical application datasets and different multi-volume slicing ap-
proaches. In its current state, the system already supports several
shading methods and clipping techniques. In the future the system[21]
should be extended to GPU-based raycasting and we want to inves-
tigate the problem of multi-volume accumulation, with respect to

its applicability and correctness.

and P. Hanrahan. Brook for gpus: stream computing on graphics
ware. InProceedings of SIGGRAPH '0pages 777-786, 2004.

W. Cai and G. Sakas. Data intermixing and multi-volume reimie
Computer Graphics Forumi8(3):359-368, 1999.

E. Chan, R. Ng, P. Sen, K. Proudfoot, and P. Hanrahan.i&ftparti-
tioning of fragment shaders for multipass rendering on prognable
graphics hardware. IHWWS '02: Proceedings of the ACM SIG-
GRAPH/EUROGRAPHICS conference on Graphics hardwaaiges
69-78, 2002.

M. Chen and J. V. Tucker. Constructive volume geome@gmputer
Graphics Forum19(4):281-293, 2000.

K. Engel, M. Hadwiger, J. M. Kniss, C. Rezk-Salama, and
D. Weiskopf. Real-Time Volume Graphic#\K Peters, 2006.

N. Folkegard and D. Wes&h. Dynamic code generation for realtime
shaders. IfProceedings of SIGRAD 200dages 11-15, 2004.

] S. Grimm, S. Bruckner, A. Kanitsar, and E. @Her. Flexible direct

multi-volume rendering in interactive scenes. \lision, Modeling,
and Visualization 2004pages 379-386, 2004.

M. Hadwiger, C. Berger, and H. Hauser. High-quality tevel vol-
ume rendering of segmented data sets on consumer graphicsahardw
In Proceedings of IEEE Visualization 20Q@ges 301-308, 2003.

A. E. Lefohn, S. Sengupta, J. Kniss, R. Strzodka, and.OWens.
Glift: Generic, ef cient, random-access gpu data strucurédCM
Transanction on Graphic25(1):60-99, 2006.

A. Lu, C. J. Morris, D. S. Ebert, P. Rheingans, and C. Dns&n.
Non-photorealistic volume rendering using stippling teégbes. In
Proceedings of IEEE Visualization 2002ages 211-218, 2002.

M. McCool, S. Du Toit, T. Popa, B. Chan, and K. Moule. Séad
algebra.ACM Transaction on Graphi¢23(3):787-795, 2004.

M. McGuire, G. Stathis, H. P ster, and S. KrishnamurttAbstract
shade trees. I®ymposium on Interactive 3D Graphics and Games
2006.

D. R. Nadeau. Volume scene graphsVMS '00: Proceedings of the
2000 IEEE symposium on Volume visualizatipages 49-56, 2000.

J. Plate, T. Holtkmper, and B. Fhlich. A exible multi-
volume shader framework for arbitrarily intersecting muésolution
datasetslEEE Transactions on Visualization and Computer Graphics
13(6):1584-1591, 2007.

P. Rheingans and D. Ebert. Volume illustration: Non-phealistic
rendering of volume model$EEE Transactions on Visualization and
Computer Graphics7(3):253-264, 2001.

F. RoRler, E. Tejada, T. Fangmeier, T. Ertl, and M. Knauff. Gpu-
based multi-volume rendering for the visualization of fuostl brain
images. InProceedings of SimVis 200pages 305-318, 2006.

R. J. Rostand J. M. KessenidBpenGL Shading LanguagAddison-
Wesley, 2003.

S. Stegmaier, M. Strengert, T. Klein, and T. Ertl. A Simpled Flex-
ible Volume Rendering Framework for Graphics-Hardware—tbase
Raycasting. IrProceedings of the International Workshop on Volume
Graphics '05 pages 187-195, 2005.

D. Weiskopf, K. Engel, and T. Ertl. Interactive ClipgjiTechniques
for Texture-Based Volume Visualization and Volume ShaditgEE
Transactions on Visualization and Computer Graph(8):298-312,
2003.

B. Wilson, E. B. Lum, and K.-L. Ma. Interactive multi-vate visu-
alization. InICCS '02: Proceedings of the International Conference
on Computational Science-Part ppages 102—-110, 2002.



