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Abstract

Dye advection is an intuitive and versatile technique to visualize both steady and un-
steady flow. Dye can be easily combined with noise-based vector field representations
and is an important element in user-centric visual exploration processes. However,
texture-based dye advection usually does not consider the convergence and divergence
of flow to adapt the intensity of the dye color. In this paper, an extended texture trans-
port mechanism is proposed to represent and modify the density of dye according to
the convergence and divergence of the underlying flow. We show how this mechanism
can be incorporated into semi-Lagrangian advection of property fields and level-set ad-
vection of dye interfaces alike. It is demonstrated how our approach for texture-based
dye advection lends itself to an efficient GPU implementation and therefore facilitates
interactive visualization.

1 Introduction

Vector field visualization plays an important role in various scientific and engineering dis-
ciplines. Typical applications are the visualization of computational fluid dynamics simu-
lations, electromagnetic fields, or measurements of actual wind flow. Dye advection is an
intuitive and versatile technique to visualize both steady and unsteady vector fields and it
can readily be combined with noise-based dense representations. Dye is released at user-
specified positions and therefore supports an interactive and user-centric visual exploration
process. At the same time, a dense representation can provide additional information on
the overall flow behavior and serve as a background context in which the user can focus on
details of the dye-based visualization.

Interactive dye advection is typically implemented by virtually painting into the vector
field and transporting the dye according to semi-Lagrangian advection [JEH02, vW02,
WEHEQ?2]. In this way, streakline-like structures are represented by a color that is identical
to the color of the released dye—up to changes caused by numerical diffusion. Conceptu-
ally, a uniform color of particle structures results from this approach.

The goal of this paper is to provide a dye advection scheme that not only represents posi-
tions along particle traces but also depicts convergence and divergence of a vector field. A
most natural metaphor is chosen to visualize these important features of a data set: The in-
tensity of dye color is modified along its advection curves according to changes of relative
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density. For example, a divergent flow region spreads out initial dye to a larger volume and,
thus, the density of dye has to decrease. This metaphor is described by Max et al. [MBC93]
and Becker et al. [BLM95] in the context of geometry-based dye transport. They use a trian-
gulation of dye-covered regions by tetrahedra and have to ensure that transported tetrahedra
do not become too large, small, or distorted. Due to a complex handling of mesh geometry,
this approach is less suited for finely structured dye or for real-time computation.

The main contribution of this paper is to include the dye-density metaphor in an interactive
texture-based advection method that is readily suitable for an efficient GPU implementa-
tion. Real-time visualization is particularly important in this context because dye advection
makes sense only in an interactive environment in which seed points can be freely chosen.
The underlying advection mechanism makes uses of level-set advection to avoid artificial
blurring caused by numerical diffusion and to achieve long and clearly defined streak-
lines [Wei04], which is briefly reviewed in Section 3. Section 4 explains how a varying
dye density can be incorporated by taking into account convergence and divergence of the
vector field. The modification of density inside dye regions (away from an interface) can
be modeled by semi-Lagrangian transport with tensor-product linear resampling. A novel
interpolation method is proposed to specifically deal with issues in the vicinity of an inter-
face. An efficient GPU implementation of this technique is described in Section 5, which
also includes a discussion of results. The paper ends with a brief conclusion and an outlook
on possible future work.

2 Previous Work

Dye advection is typically applied in combination with texture-based flow visualization
techniques. An important example is texture advection [MB95], which can be used for
a dense, noise-based and a sparse, dye-based representation at the same time. A similar
idea is the basis for the aforementioned advection with control of dye density [MBC93,
BLM95]. More recent 2D techniques rely on semi-Lagrangian advection: Image Based
Flow Visualization (IBFV) [vWO02] and Lagrangian-Eulerian Advection (LEA) [JEHO02].
The aforementioned level-set technique [Wei04] modifies semi-Lagrangian advection to
avoid numerical diffusion. Within the context of Line Integral Convolution (LIC) [CL93],
dye visualization can be used to highlight features [STM96].

One reason for recent advances in texture-based flow visualization is the increasing perfor-
mance and functionality of GPUs. Since dense texture representations need a large number
of computations, graphics hardware can improve the performance of 2D texture-based flow
visualization [HWSE99, JEH00, WHEO1, WEEQ3, Wei04, vW02]. Texture advection can
be extended to vector fields on curved surfaces [LJH03, vW03] and in 3D [TvWO03, WE04].
An overview on the state of the art in dense and texture-based vector field visualization
techniques can be found in two survey articles [LHD 04, SMMOO].



3 Level-Set Dye Advection

Level-set dye advection [Wei04] is briefly reviewed, starting with the traditional method
for texture-based dye advection. Dye properties, such as color, are stored on a regularly
sampled grid or texture. This property field is denoted by p(x). The points x are from the
domain of the nD vector field, R". In this Eulerian approach, the position of a dye element
is implicitly given by the location of the corresponding texel. Dye is transported along the
time-dependent vector field v(x,7). The Lagrangian formulation of the underlying equation
of motion,

dt
can be integrated to compute the pathline of an advected massless particle,

x() =x(t)+ [ v(x(),0)dr . (1)

fo

In the above equations, t denotes time. Equation (1) can be used to compute the transport of
dye in a semi-Lagrangian manner (see, e.g., [Sta99, JEH00]). A backward texture-lookup
is often employed:

p(x(t0),t0) = p(x(to — At),t0 — Az) . 2

Starting from the current time step fy, an integration backwards in time provides the posi-
tion at the previous time step, x(fp — Az). The property field is evaluated at this previous
position to access the value that is transported to the current position. Tensor-product linear
interpolation (bilinear in 2D or trilinear in 3D) is applied to reconstruct the property field
at locations different from grid points.

This semi-Lagrangian texture-based dye advection is widely used because it has a number
of important advantages. It is easy to implement and very efficient, and it can be directly
mapped to GPUs and combined with other interactive texture-based GPU techniques. In
particular, texture advection can be simultaneously applied to dye and noise textures, saving
computational costs for separate transport mechanisms. Another advantage is the flexibility
of a texture representation. For example, dye can be virtually painted into the flow by the
user—without any restriction with respect to orientation, size, or topology.

A level-set approach allows us to overcome the problem of numerical diffusion that is intro-
duced by tensor-product linear reconstruction. This level-set technique is able to accurately
track the boundary between dye and background, while it still retains the advantages of
semi-Lagrangian property advection. The interface between dye and background is repre-
sented as an implicit surface within a signed distance function ¢(x), which describes the
distance of the point x to the surface. The interface is the implicit surface for ¢(x) = 0.
It is assumed that ¢(x) is negative inside the dye region and positive on the outside. The
evolution of the level-set is governed by

29 (x,t)
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This partial differential equation is solved by semi-Lagrangian transport, which leads to a
stable evolution even for large step sizes [Sta99]. Equation (2) is now applied to ¢ (x,7):

¢ (x(t0),t0) = ¢ (x(to — At),10 —At) . 3)

The injection of additional dye is modeled by an additional signed distance field, @jpject.
After each integration step (3), the new dye and the “old”, transported dye, @uansp, are
combined according to

¢(X) _ {‘Pinjecl(x) if ¢inject(x) < ‘Ptransp (X)

Quansp(X)  otherwise

Unfortunately, ¢ drifts away from its initialized value as signed distance while the level-
set is evolving. This issue can be addressed by periodically reinitializing the level-set to a
signed distance. A complete reinitialization of the whole distance field is not necessary, but
can be replaced by a local reinitialization in the vicinity of the interface. Since a higher-
order representation of the level-set function is not needed, we can restrict ourselves to
reinitialize only grid points that are adjacent to the interface.

The reinitialization procedure is as follows. First, the edges between grid points are classi-
fied as either intersection or non-intersection edges. Due to the linear interpolation between
grid points, an intersection with the interface is uniquely identified by a sign change of ¢
between two adjacent grid points. Grid points that are not adjacent to the interface are reset
to +1 or —1, depending on the sign of ¢. Intersection edges trigger a reinitialization to a
signed distance: The values at the two adjacent grid points are modified under the constraint
that the position of the interface is not changed. Using indices i = 1,2 for these two grid
points, the reinitialized values are

N
C oI+l

where ¢; are the values before reinitialization. To allow for thin dye regions and reinitial-
ization in nD vector fields, the final distance value is computed by taking the average of all
contributions from adjacent edges. In any dimension #, reinitialization only needs access to
grid elements in the direct neighborhood, which leads to a fast computation of the updated
level-set function. Therefore, level-set dye advection can be applied in any dimension 7;
the most interesting 2D and 3D cases are illustrated in detail in [Wei04].

4 Control of Dye Density

The basic idea behind the implementation of the dye-density metaphor is based on a semi-
Lagrangian transport of dye density p along a vector field. Density p plays the role of an
attribute of the property field and, therefore, is advected according to Eq. (2). An additional
modification of dye density has to be included in each advection step to account for changes
of density due to divergence or convergence of the flow. The combination of Eq. (2) and
this density modification results in the following update equation:

p(x(t0).t0) = Ep(x(to—Ar)tg— A1) with &= 1/(1+Adivulx(io).)) . (4)
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Figure 1: Dye density inside a dye-covered region (black-dotted grid points) is diluted by
dummy density value (white-dotted grid point) through bilinear interpolation during texture
advection (semi-Lagrangian transport from gray-dotted point at previous time step ¢t — At
to gray-dotted grid point at current time step 7).

A derivation of this equation can be found in Appendix A. Equation (4) can be directly
used to implement semi-Lagrangian advection of dye with physically based density con-
trol. Once again, the backward access to the density field p at the previous time step #g — At
is based on a tensor-product linear interpolation. The only extension compared to tradi-
tional texture advection is the additional computation of flow divergence. This spatially
and temporally local modification of the advection scheme can be included in an efficient
GPU program, which is described in more detail in Section 5.

Although this purely semi-Lagrangian transport of dye density is appropriate inside a dye-
covered region, it breaks down at an interface layer: The actual dye density is diluted by
dummy values from outside regions, as illustrated in Figure 1. If, for example, non-dye
areas are initialized to a default value of zero, this default value will gradually affect larger
and larger regions inside the dye, caused by tensor-product linear interpolation. Figure 2 (a)
illustrates this behavior for a low-resolution example.

This artificial dilution can be overcome by taking into account the level-set description
of the dye interface. Essentially, only those grid points that are part of the dye-covered
region should influence the interpolation of dye density value during advection. In Figure 1,
for example, only the black-dotted grid points at time step t — A¢ should play a role in
reconstructing the density value at the advected gray-dotted point, whereas the dummy
density value at the white-dotted grid point, which is outside the dye region, should be
discarded.

We propose the following two-step scheme to achieve a direct coupling between density
advection and level-set representation. In the first step, the grid points at non-dye positions
in the vicinity of the interface are modified. In the second step, tensor-product linear in-
terpolation is computed with these modified density values. The interesting point is how
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Figure 2: Advected dye after 120 iterations with density control: (a) without modification,
which leads to dilution by black background at the dye interface, and (b) with modified
density values. In both images, dye is injected at the lower-left corner.

to determine the modified density values. Analogously to level-set reinitialization in Sec-
tion 3, the scheme is first explained for the 1D case. We consider a single 1D grid cell,
which is defined by two grid points connected by a line. Three different classes have to be
distinguished: Both grid points are inside a dye region, both points are outside, and the two
points lie on different sides of a dye interface. In the first case, the density values remain
unaltered. In the second case, the density is set to the default background value 0. In the
third case, the modified density at the non-dye point is set to the same value as at the point
inside the dye region. In this way, linear interpolation within the cell yields a constant den-
sity value. More interesting is the extension to higher dimensions: Analogously to level-set
reinitialization in Section 3, intermediate density values are first computed for all main axes
of the coordinate system and then their average is actually used as modified density value.
Therefore, this approach can be applied in any finite-dimensional nD space.

Figure 3 illustrates the computation of modified density values for a 1D (left image) and
a 2D example (right image). For the 1D case, the density value is copied from the black-
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Figure 3: Modification of density values for interpolation at a dye interface. Image (a)
shows a 1D case, (b) a 2D case. The curved arrows denote a transfer of values from black-
dotted grid points inside the dye region to white-dotted grid points outside the dye region.



dotted grid point inside the dye region to the white-dotted grid point outside the dye region.
Two axes of the cell are intersected by the dye interface in the 2D case of Figure 3 (b).
The corresponding two density values (black-dotted) are transferred from inside the dye
to the white-dotted point outside the dye and combined into a single value by averaging.
Figure 2 (b) shows the result of this 2D interpolation scheme for a simple scenario.
Although the proposed interpolation scheme leads to slightly different results than gener-
alized barycentric interpolation [MLBDO02] or a related interpolation method for silhouette
maps [SCHO3, Sen04], our method retains the same beneficial interpolation properties as
the alternative methods. First, the convex hull property is achieved, i.e., an interpolated
value cannot lie outside the range of the minimum and maximum values of grid points of
the respective cell. Second, the interpolant is smooth (C*) within a cell. Third, interpola-
tion is C” continuous across cell boundaries. Since all aforementioned methods meet these
essential requirements for a useful piecewise-smooth interpolation, it is rather difficult to
judge from a mathematical point of view whether one is superior compared to others. Our
approach, however, has the advantage that fast built-in bilinear or trilinear texture sampling
on GPUs is applied for the second stage of the interpolation process—no time-consuming
per-pixel processing is required here.

Extensions to the pure dye-density metaphor can be readily included by modifying the
factor & in the transport equation (4). A useful extension is the incorporation of the dye’s
age to allow for a gradual fade-out. An exponential decay of dye density with time can be
achieved by iteratively multiplying & with a constant decay factor.

5 Implementation and Results

To achieve high performance for real-time visualization, 2D dye advection has been imple-
mented on GPUs. This GPU version is based on DirectX 9.0 with HLSL and was tested
on a Windows XP PC with ATT X800 XT (256 MB) GPU and Pentium 4 (2.8 GHz) CPU.
2D advection has been implemented first because an efficient render-to-texture functional-
ity is only supported by 2D textures so far. However, there should not be any problems in
realizing a corresponding 3D version, as discussed for the underlying level-set method in
[Wei04]. For example, the ARB Superbuffer extension [Per03] could provide a mechanism
to directly render into 3D textures, which would lead to a comparable implementation in
3D.

Figure 4 shows the flowchart for the complete visualization process. All relevant informa-
tion is stored in 2D textures. The density field p(x) and the level-set field ¢(x) are held in
different color channels of a combined property field texture 7. Additional noise advection
based on IBFV [vW02] can be optionally employed. Noise properties can also be stored
in the above property field—in an otherwise unused color channel. The property field is
updated within pixel shader programs according to Egs. (3) and (4) by directly rendering
into the property texture with a ping-pong scheme [Wei04].

The divergence needed for Eq. (4) is pre-computed on the CPU and transferred to the GPU
within the blue channel of the vector field texture. The red and green channels are used for
the v, and v, components of the vector field. For an unsteady flow, the vector field texture
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Figure 4: Flowchart of the algorithm.

needs to be updated for each time step. The computation of modified density values at the
dye interface is applied to the property texture during each advection step. Here, efficient
vector operations on GPUs (i.e., simultaneous computations on RGBA components) are
exploited to simultaneously take into account the four neighboring points of a texel cell for
the modified interpolation scheme. As pointed out in [Wei04], the level-set reinitialization
is executed only each neipii-th step. For the final display, a color table (a dependent texture)
maps the density values p(x) to colors—but only within the dye regions defined by the
level-set. The property field is represented by 16-bit fixed-point numbers. The vector field
usually needs a higher resolution and, therefore, is held in a 32-bit floating-point texture.
Figure 5 shows examples generated by the above implementation. All images contain a
combination of noise advection and dye advection with divergence-based density control.
A sparse input noise texture is employed to reveal the downstream direction of the vector
fields. Figure 5 compares level-set advection without special interpolation at the dye inter-
face (in (a)) against the same visualization with the interface-aware interpolation scheme (in
(b)). All other images are based on the interface-aware interpolant. Figure 5 (c) shows elec-
tric field lines of an electric dipole and Figure 5 (d) depicts a data set with sinks, sources,
and a vortex. Figure 5 (e) visualizes the unsteady window flow of the numerical simulation
of Hurricane Isabel [Vis04], Figure 5 (f) shows a tornado (data set is courtesy of Roger
Crawfis). In all example images, dye placement was based on user interaction—the user
virtually painted newly released dye into the flow by using mouse interaction.
Performance numbers are documented in Table 1. Rendering speed depends linearly on the
number of texels, as shown in the comparison of different viewport sizes. For neipiy = 40,
semi-Lagrangian advection and level-set advection have similar performance. The frame
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Figure 5: Examples of combined dye and noise advection: Vortex data set in images (a)
(without modification) and image (b) (with extended interpolation scheme). The following
examples are all based on the extended interpolation scheme: electric dipole in image (c),
and sinks, sources, and a vortex in (d), simulation of Hurricane Isabel in (e), and a tornado

in (f).

Table 1: Performance of GPU-based 2D dye advection in frames per second on ATT X800
XT.

Viewport size 5122 7682 10242
Semi-Lagrangian advection 928.0 4169 2443
Level-set advection 806.7 3694 2094

Semi-Lagrangian /w convergence 845.5 387.8 223.0
Level-set /w convergence 3849 1745 97.9




rates for traditional semi-Lagrangian advection with a control of dye density are in the
same performance range. In contrast, the combination of level-set advection and density
control leads to a decrease of rendering speed by a factor of 2, which is caused by the
additional computation of modified density values.

6 Conclusion and Future Work

We have presented an extended texture transport mechanism that represents and modifies
the density of dye according to the convergence and divergence of the underlying flow.
We have shown how this mechanism can be incorporated into semi-Lagrangian advection
of property fields and level-set advection of dye interfaces. Moreover, our approach can
be directly mapped to GPUs in order to achieve real-time visualization. In this way, the
divergence properties can be interactively explored. In future work, semi-Lagrangian 3D
texture advection [WEQ04] could be extended to incorporated level-set advection and control
of dye density.

A Derivation of Density Modification

The change of dye density is caused by a change of relative volume/area covered by the
dye. Therefore, we derive a relationship between divergence and rate of volume change.
The following discussion is based on 2D, but can be extended to nD. Starting from a square
with area 8;, we compute the area 8§, of the advected quad by approximating the transport of
its four corner points with first-order approximation. We can determine the velocity vectors
at the points A, B,C, D around a given point x((Zy) by Taylor expansion up to linear terms:

d d
T(x) =u(xo(to),%) + ZU(XO (t0),t0)Ax+ a—vll(Xo(lo),t())AX-‘r x
Without loss of generality, we set A = x¢(zp). The above equation can be extended to 3D
by adding a third component, which leads to one more directional derivative. The advected
points A", B',C’, D' are estimated by using the velocity vectors for one Euler integration
step:
! + uyx(xo(t0),70) At
+uy (x0(0),20)At
+ (
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Figure 6: Quad after one advection step.

The area &, of the advected quad, as shown in Figure 6, can be computed via the determi-
nant. The approximated area is determined by neglecting higher-order terms:

A, B
_ 1
2= (4 5

N AP [ Fu(x0(t0),10) + 55y (%o(to) 7o) JAxAr

B, C,
By G

G Dy
¢ Dy

D X A)C
Dy A,

- %} =1+ Ardiv u(xo(9), )

Since area ratio and the reciprocal of density ratio are proportional, we can finally solve for
the new density:

é p(x(to— At), 10 — At)
51 p(x(10).10)

)
)t
p(x(to),10) = 1(+Z(z)c;v uzxto),m;
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