Embedding Visualization Software Into A Simulation

Abstract

In the process of product development, several soft-
ware tools are involved. Such tools are CAD, sim-
ulation and vizualization tools. During development
process, the engineer must switch from one tool to
another several times. Also, large amounts of data
need to be passed from one tool to the next in the
process. This paper describes an approach of control-
ling several applications using a web based integration
platform. As an example, we describe the integration
of the visualization tool.

Using CORBA middleware, data are passed in a
faster and more direct way between applications, com-
pared to the file based data exchange that was used
before. A CORBA interface has been designed and
implemented for passing results from a finite element
solver to a visualization tool. This can be done during
the simulation run.

For embedding the visualization tool into the in-
tegration platform, the tool has been equipped with
a Java based graphical user interface. This Java ap-
plet is embedded into the integration platform’s web
page. Thus, it communicates through JavaScript with
the integration platform. Simultaneously, it commu-
nicates with the visualization tool through CORBA.

Keywords: visualization, crash simulation, dis-
tributed systems, CORBA, Java, JavaScript

1 Introduction

In industrial engineering there is a vital need for rapid
product development, in order to be competitive. For
this reason, german automobile producers cooperate
in a research project named Autobench'. Among the
participants is also the Stuttgart University Computer
Science Institute with their Visualization and Inter-
active Systems Group. One of the project’s aims is
the integration of the several software tools used in
car body development.
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1This research is launched by the German Ministry for Ed-
ucation and Research (BMBF).
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One software tool widely used by the german car
manufacturer BMW 2 is the PAM-CRASH finite el-
ement solver from the ESI Group®, France. PAM-
CRASH is used for car crash simulation, reducing the
number of the necessary real crash tests, saving money
and time. The results of a PAM-CRASH run can only
be evaluated by using an appropriate viewer software,
which allows interactive, three-dimensional examina-
tion of the crash process. Such a viewer software
is the CrashViewer program (Figure 1) developed at
Stuttgart University*.

At present, an integration environment is developed
to provide a more uniform user interface to the engi-
neers involved in car body design. The environment
called CAE-Bench®, is web-based, that means it con-
tains a Web server that generates HTML pages for
information exchange with the user. On the other
side, it controls the different applications and accesses
information about the various versions of car compo-
nents contained in a database.

This paper describes the embedding of the viewer
software in CAE-Bench, using a Java applet embed-
ded in a web page. Applets in a Web Page can
communicate through mutual method invocations not
only with other applets but also with JavaScript
Methods. The connection to the viewer is imple-
mented using CORBA middleware. Thus, the viewer
can load car models from the database, the user can
modify them and put them back into the database as
a new version. A finite element simulation of a car
crash with this new version can be started in PAM-
CRASH, while the viewer is able to show the most cur-
rent results of the simulation. A crash simulation is a
calculation intensive job running up to several days,
by iterating over several thousand small timesteps.
It is often possible to detect errors in the model by
visually evaluating partial results. In this case, the
job can be aborted to free the resources for other
jobs. The viewer’s connection to the solver through

2http://www.bmw . com

Shttp://www.esi.fr

4A lot of work actually was done at Erlangen University by
the same people, who recently moved to Stuttgart.

5CAE: Computer Aided Engineering
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Figure 1: The CrashViewer - a tool for visualizing finite element meshes.

CORBA middleware is also subject of this paper.

2 The CORBA Middleware

The Common Object Request Broker Architecture
(CORBA) is a standard for distributed computing
that has gained widespread acceptance and commer-
cial product support [1]. Simply stated, CORBA al-
lows applications to communicate with one another no
matter where they are located or who designed them.
CORBA simplifies heterogeneous distributed comput-
ing. It has many advantages over previous infrastruc-
ture technologies, such as location transparency, acti-
vation transparency, language independence and plat-
form neutrality. CORBA is object-oriented, enabling
many potential benefits such as reuse.

CORBA’s Interface Definition Language (IDL) is
an international standard that has become a uni-
versal notation for software interfaces. IDL in-
terface descriptions can be automatically translated
into various programming languages. The com-
mon CORBA/IDL interface of PAM-CRASH and
CrashViewer enables the two programs to communi-
cate directly. They could also communicate directly
with any other software providing the same IDL in-
terface. This makes them easy to replace, which is an
advantage for the user. However, some software com-
panies might not be delighted to make their products
easily replaceable.

The ORB (Object Request Broker) is the middle-
ware that establishes the client-server relationships
between objects. Using an ORB, a client can trans-

parently invoke a method on a server object, which
can be on the same machine or across a network. The
ORB intercepts the call and is responsible for find-
ing an object that can satisfy the request, pass over
the parameters to this object, invoke its method, and
return the results.

The client does not have to be aware of the object’s
location, its programming language, its operating sys-
tem or any other system aspects that are not part of
an object’s interface. In doing so, the ORB provides
interoperability between applications on different ma-
chines in heterogeneous distributed environments and
it seamlessly interconnects multiple object systems.

At the beginning of the project, a potential prob-
lem was seen in the large amount of data to be trans-
ported with CORBA in the case of the solver-viewer
connection. Fortunately, the network overhead be-
comes acceptable, when transporting compact instead
of fine-grained data. Transporting all data using just
a few method invocations makes the network capacity
to be the only speed limit.

Table 2 shows that CORBA does not slow down
the transmission speed very much if suitable data
amounts are transported at once. The measurements
in the table were performed at medium network traf-
fic and average CPU loads. The local machine was
an SGI Octane with one 300 MHZ R12000 Processor.
The table shows the test results with the Orbacus®
CORBA implementation. For a comparison of dif-
ferent ORBs, i.e. CORBA implementations, please
refer to [4], where VisiBroker, omniORB and Orbiz

8Source code and documentation of Orbacus is available at
http://www.ooc.com.



Connection CORBA (Orbacus ORB) TCP
Buffer Size 0 Bytes’ 1kB 8kB 128 kB 1MB 8kB
Local 27ms 3.5MB/s 182MB/s 51.2MB/s 32.1MB/s | 99.2MB/s
100Mbit LAN 37ms 1.6 MB/s 5.7 MB/s 9.6 MB/s 8.8 MB/s | 10.2 MB/s
10Mbit LAN 1.64ms 363kB/s 846 kB/s 796 kB/s 780 kB/s 820kB/s
Internet 2.00 ms 37kB/s 72kB/s 355kB/s 358kB/s 381kB/s

TPure method invocation time in milliseconds.

Table 1: CORBA transfer rates for various buffer sizes, compared to direct TCP/IP connection.

are compared. ORBacus 3.1.2 and other ORBs are
rated in [5]. Please refer also to their bibliography
and to [6] for further ratings and test procedures.
When you implement a CORBA connection, you
first design a suitable interface using the IDL lan-
guage [2]. Based on this IDL file proper stubs and
skeletons are generated automatically. Stubs allow
the CORBA client to transparently call methods on
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Figure 2: How CORBA works. A brief overview of
CORBA functionality.

remote objects. Skeletons are integrated in the server
application. They are the interface to the object im-
plementation at server side (Figure 2).

3 Connecting the viewer to the
solver

In our application, the PAM-CRASH finite element
program is meant to provide CORBA server func-
tionality. Its main functionality consists in returning
result data on client request. Further, we provided
CORBA client functionality to the CrashViewer. Now
it is able to fetch result data on demand via CORBA.
In future versions both programs may become server
as well as client because push functionality will be
added, so that the solver notifies the viewer in case of
certain events.

The source code of PAM-CRASH is not publicly
available. To prove the feasibility of the project,

we designed and implemented a third software com-
ponent, that we call file-based PAM-server or just
PamServer. The PamServer communicates with the
solver through the file system, while the viewer has
a CORBA connection to the PamServer. This way
the PamServer behaves to the viewer like a CORBA-
enabled PAM-CRASH solver. This configuration
worked fine, so that the ESI company equipped its
PAM-CRASH product with a CORBA interface. In
this process some modifications of the interface be-
came necessary.

4 The PamServer

Although in the beginning the PamServer was in-
tended to be used just temporary, it provides some
useful insights. The main advantage of the Pam-
Server is that it realizes a CORBA interface for a non-
CORBA application. The non-CORBA application
needs no modification. It can be said that PamServer
is a CORBA wrapper [1] for PAM-CRASH. Further,
the PamServer can provide data cache functionality
(Figure 3).
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Figure 3: The PamServer’s role in the viewer-to-solver
connection.

The result data file of PAM-CRASH can be read
from disk using a proprietary ESI library called
DAISY. The PamServer also uses this library to read
the data from disk, either on startup or just on de-
mand, when a CORBA client requests it. The Pam-



Servers IDL interface is based on the DAISY API, as
far as it concerns the data transfer. Both interfaces,
DAISY API and PamServer IDL, mainly consist of
methods that return arrays of floats or integers, or
just return scalar data describing the data set. Such
arrays are the FE node coordinates for each time step,
the node labels, the FE labels for each kind of finite
element, the times of the saved timesteps and last but
not least the information what nodes each finite ele-
ment is built from. Scalar values that can be queried
through the interface are for example the number of
nodes, the number of a certain finite element type or
how many simulation timesteps have been saved up to
that moment. Depending on the initial setup, PAM-
CRASH also saves several types of per-node and per-
finite-element physical variables for each time step.
These variables can also be queried using the inter-
face methods.

During a simulation run, PAM-CRASH can be con-
trolled by a signal file. A signal file consisting of the
word QUIT for example causes the program to end at
the next time step. A signal file consisting of the word
PLOT causes PAM-CRASH to write the current state
of the simulation. The current state gives the most
recent information about the calculation. Otherwise,
only about each thousandth time step is saved, that
makes one per hour in an average size run. PamServer
is able to receive a current state request via CORBA,
to write the appropriate signal file and make the cur-
rent state available through CORBA. Imagine a sce-
nario where multiple clients demand a current state
with little delay, while passing the result data is not
an atomic process. For consistency and flexibility rea-
sons it is a good idea that the PamServer spawns a
child which manages just the current state (and can
replicate too for further current states).

5 Direct Solver-to-Viewer Con-

nection

Due to the good experience with the PamServer, the
ESI company decided to provide the PAM-CRASH
solver with CORBA functionality. Now the viewer
can connect directly to a running solver via CORBA
to display the newest results, i.e. the current state of
the simulation. The solver’s CORBA IDL interface
however is not quite the same as the PamServer’s in-
terface. We® extended it to provide more functional-
ity and built in a better support for CORBA client
concurrency.

Of special interest is the case when multiple clients
query for the current state nearly at the same time. In
this case it is indicated to transfer all data of the cur-
rent state with one CORBA request. This approach

8Paper authors together with EST staff.

ensures that a client does not receive part of one state
and part of another. An alternative would be to regis-
ter the clients at the server for identification purpose,
but this could cause problems if a client terminates
abnormally, without unregistering.

Data transferred for one time step, i.e. a calcu-
lation step, can be considered to be either static or
dynamic. Static data is the same for all time steps.
Examples are the finite element labels, the mesh node
labels, the connectivity data. Dynamic data, chang-
ing from one timestep to another, are the node coordi-
nates and the physical variables. Thus, a client must
specify in the current state request which variables he
desires. Those physical variables are then returned
together with the node coordinates in an appropriate
data structure:

// an IDL sequence is the CORBA
// equivalent to a managed array
typedef sequence<float> floatseq;

// struct PamState is used to transfer
// all dynamic data atomically
struct PamState {
// the simulated event’s time
float time;
// the coordinates of the mesh nodes
// at that time
floatseq coords;
// optionally queried variables
floatseq var;

};

A current state cannot be delivered instantly by
the solver. The current calculation step must be fin-
ished and physical variables must be calculated. This
can take up to about 30 seconds, in function of the
current state’s progress at the time the request ar-
rives. In the future it will be possible that the client
announces his request, and while he loads the static
data, the dynamic data are prepared and kept for a
limited period of time. This would reduce the delays
in current state loading.

Of course, the user normally is not just interested
in the current state, he also wants to see the evo-
lution of the finite element calculation. This evolu-
tion consists of the time steps saved periodically to
disk by the solver. The viewer can display them like
a 3D movie. It would be a step backwards if the
viewer needs to read the saved data from disk, the
only place where they actually are. Therefore, the
PAM-CRASH solver has the capability to read the
saved states from disk and feed them to the clients on
demand. The CrashViewer needs to access none of
the PAM-CRASH files, he can run on a remote host
just connected by the Internet to the solver’s machine.

For a CORBA client being able to connect to a
server object, the client’s CORBA layer needs some



information about how to localize the server. This
means, a server object reference is passed to the client.
This can be done through broadcasting in the local net
with the help of a special daemon, like VisiBroker?
does it. This solution is however proprietary and as
such it is not conform to OMG'? standards [7].

A simple approach would be that the server writes
his reference to a file. That means, the reference is
stringified, i.e. converted to a string. This string con-
tains the encoded information necessary for the ORB
to find the appropriate server object. Using a stringi-
fied reference file however requires a common file sys-
tem for client and server or the reference string must
be somehow transferred by the user.

Another approach is the use of a name server [8§]
which returns the reference matching an object’s
name. The drawbacks are that the client needs to
have the name server’s reference and secondly the
name server or its machine may hang or shut down for
some reason. Servers who want to register or unreg-
ister can not do this during the name server’s down
time, even if the name server’s information is perma-
nently kept on file for backup purposes.

In the BMW environment a batch job scheduler
called Codine is used , that allocates the resources to
the different solver jobs. This scheduler holds infor-
mation about each PAM-CRASH job and it was ex-
tended to hold their object references. The scheduler
is already a central component, therefore the overall
stability has not been affected. Codine’s functionality
is recently also available through a CORBA wrapper,
and the Codine object reference is set in the shell en-
vironment.
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Figure 4: Crash simulation scenario.

A web based user interface called CAFE-Bench is
currently developed by SGI. The version customized
for use at BMW is called Crash-Bench. CAE-Bench
queries Codine for the status of the PAM-CRASH

9http://www.inpz'ise.com/visibrolﬂ(er
10The Object Management Group, http://www.omg.org is
the owner of the CORBA standards.

jobs, displaying the information in a web browser
window. On user demand Crash-Bench can launch
the CrashViewer and pass him the appropriate PAM-
CRASH CORBA reference on the command line. The
user then can view the most recent calculation results
of that solver run (Figure 4).

6 Embedding the viewer's user in-
terface in CAE-Bench

For a brief understanding of CAE-Bench, imagine it
as a special Web server with access to a car component
database (Figure 5). The user manages several soft-
ware tools via the CAE-Bench web pages. Our goal
was to provide an interface so that the CrashViewer
can also be controlled through CAE-Bench. One ap-
proach would have been to connect CrashViewer di-
rectly with the web server through a CORBA con-
nection. The other approach is to write a Java ap-
plet which can be embedded into a CAE-Bench web
page and also can run standalone. This approach was
preferred because it requires no modification on the
web server program, as only web pages have to be
changed. Tt also offers a platform independent Java-
based graphical user interface (GUI) for CrashViewer.

Web Browser / Web Page

HTML &
JavaScript

Live-
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PDM- Java Applet CORBA
Database
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CAE-Bench
Web Server

CrashViewer

Figure 5: Integrating CrashViewer into CAE-Bench

The applet interacts with the CAE-Bench sys-
tem through method invocations on and from
the JavaScript methods of the applet’s web page.
Netscape calls this mechanism of invoking methods on
other web objects LiveConnect. For example, CAE-
Bench can invoke an openFile(filename) method
on the applet. The applet forwards the call to the
CrashViewer using CORBA.

A major problem that had to be solved consists
in the security restrictions for Java applets. The Java
virtual machine restricts the activity of applets so that
they can’t do any harm to the computer system. Java
applications in contrast do not have those restrictions,
but they cannot be embedded into a web page.

In our case, establishing a CORBA connection to
the CrashViewer is prohibited by the security restric-
tions. An applet can connect only to the host it was
downloaded from.



In Java version 2, the applet restrictions can be cus-
tomized by the user by simply editing a file or through
a dialog box. The user can grant or deny certain
rights to certain applets as needed. Unfortunately,
even the newest browsers from Netscape or Microsoft
provide only a Java runtime environment older than
version 2, like JRE 1.1.5. Sun, the originator of the
Java language, provides a plugin for web browsers to
support an external Java runtime environment. Un-
fortunately, the JavaScript communication would not
work if the applet is embedded in that plugin.

The only solution for this problem are the browser
specific security classes [9]. Using these classes, the
applet can ask for the necessary permissions. This
leads to a dialog box to appear, and the user is asked
if he wants to grant the necessary rights to the applet
(Figure 6). This works only for signed applets or if the

= TavaScript or a Java applet from http /¥
& wwwvis.informatilk uni-stattgart.de/~frisch/CB/ iz requesting
additional privileges. It iz not digitally signed.

Granting the following is high risk:

Contacting and connecting with other computers over a network

Details I
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Figure 6: Netscape asks the user if he trusts the source
of the applet.

browser configuration file states that applets should
be trusted based on their origin (codebase).

At present, the user can use the CrashViewer GUI
applet to load car models from the CAE database,
and save them after various modifications, like edit-
ing spotwelds, changing geometry or replacing an as-
sembly unit by a new version. For changing an as-
sembly unit (Figure 7), the integration environment
enables the user to select and load the desired ver-
sion from the database. After saving, a finite element
simulation can be started, also by using the CAE-
Bench web site. The PAM-CRASH job is scheduled
by the Codine job management system, which can be
controlled by CAE-Bench. This way, the viewer can
connect to the solver job and visualize the recent re-
sults, like described in the previous section. Figure 8
shows the web page with the embedded applet. The
applet forwards the commands from CAE-Bench to
the CrashViewer. On the other hand, it provides its
own menu for issuing commands not concerning CAE-
Bench, like setting CrashViewer options or initiating

Figure 7: Replacing an assembly unit by a new ver-
sion.

CrashViewer internal actions or just loading a file.

To provide a menu in a Java applet requires the use
of Swing classes. The old-fashion AWT menus are so-
called heavy-weight components, they do not work in
applets but just in Java applications. The loading of
the swing classes delays the loading by 10-20 seconds.
It can be assumed that future browser versions will
solve this problem. Of course, the menus could also
be reprogrammed from the scratch, but this is a time
consuming job whose benefits may vanish soon, when
new browsers are available.

As in the previous section, the need for a CORBA
naming service could be avoided. The applet can tell
its CORBA reference to CAE-Bench. CAE-Bench
starts the viewer, passing the reference string at the
command line. This way, the CrashViewer can in-
voke methods on the applet. At this stage, the
CrashViewer on its part tells its reference to the ap-
plet, that from now on can invoke methods on the
viewer. For this bidirectional communication, the ap-
plet as well as the viewer act as both CORBA client
and server.

The Netscape web browser provides its own
CORBA classes with the JRE. The current version of
Netscape still comes with Visigenic VisiBroker imple-
mentation 2.5 which was released 1996. The applet
could also load its own CORBA classes. CORBA
classes for Java consist of vendor-specific and stan-
dard OMG classes. If the applet loads its own
CORBA classes, the standard OMG classes have the
same name as the classes integrated in Netscape, so
that the latter are resolved first. Though they are
standard, the standard also evolves and newer vendor-
specific classes don’t match with the old standard
classes in Netscape.

In conclusion, it causes problems to load newer
CORBA classes for use with the applet in Netscape.
Therefore the integrated CORBA are used. They
provide the functionality needed, even if some spe-
cial features are absent. It was especially uncertain,
if a CORBA server can run inside a Java applet. It
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Figure 8: A CAE-Bench web page with a Java applet

does run, only the method for shutting it down explic-
itly does not exist, so that the server thread is beeing
killed implicitly by Netscape after the applet’s page
is unloaded. Maybe the shutdown method is missing
because applets were not expected to act as servers.

7 Results

Regarding the performance it can be stated, that fi-
nite element data loading directly through CORBA
is a bit faster than loading the data from a file.
Most of the loading time is spent anyway with some
sorting of the data into CrashViewer internal struc-
tures. In practice, CORBA transfer was usually
faster, probably because the time-invariant data are
already present in PAM-CRASH memory, ready to
be transferred, and because data searching in the file
can be done locally at PAM-CRASH side. A 250,000
nodes model with 60 time steps took 91 seconds to
load via CORBA and 115 seconds to load from an
NFS mounted file system. In both cases the data had
to pass a 10 Mbit/s LAN.

The main result however is the new data transfer
model, more direct and more user friendly than writ-
ing and reading files. Especially the generation of
signal files by the user when he wanted to view a cur-
rent state was circumstantial. The CORBA connec-
tion allows users to view the current state with one
mouse click. Users from remote hosts can also view
the results easily. This is an important step towards

a distributed components architecture, which also fa-
cilitates remote or cooperative work over the net.
The CAE-Bench integration improves the handling
of the viewer. The user no further needs to cope with
files, so that he can concentrate on the actual work.
This reduces the time for developing new car models,
improving the company’s position on the market.

8 Related Work

The work presented hereby is based on the
CrashViewer visualization tool. CrashViewer is built
in major part by Ove Sommer from Stuttgart Univer-
sity. For some more details on CrashViewer’s visual-
ization techniques please have a look at [10].

Looking for similar activities of other researchers,
we found a platform for integrating tools in the do-
main of fluid dynamics simulation called TENT [11].
TENT is written in the Java language at the German
National Research center for Information Technology.
TENT communication is also based on CORBA. Var-
ious software tools, called components, can be con-
nected one to another using a graphical user inter-
face (GUT). The components must be equipped with
proper CORBA interfaces or wrappers. TENT can
be useful to manage the connection of several compo-
nents. The connections are displayed graphically in
the GUI window providing a good overwiew, similar
to AVS/Express [12]. However, the CAE-Bench plat-
form has been preferred as it is more specialized for
our needs.

Major contributions in using component software
technology in the field of Distributed Integrated Prod-
uct Development and Simulation were also made
by [13] and [14]. All projects demonstrated in real ap-
plications that todays available infrastructure of com-
puters and networks makes it possible and useful to
think about integrated development environments.

Virginie Amar and her colleagues describe in their
work [15, 16, 18, 20] an integration of CORBA and
STEP. STEP is an emerging, powerful international
standard for the human- and computer-interpretable
representation and exchange of product data. It finds
application in the computer aided design, manufac-
turing and engineering domain. While CORBA pro-
vides platform independence with respect to commu-
nication interfaces, STEP provides platform indepen-
dence regarding product description. STEP provides
data models for the file and database storage model.
Amar suggests [17, 19] the extension of STEP with a
CORBA interface.

The German National Research Center for Infor-
mation Technology considered using STEP for a uni-
form data model in the AutoBench project. However,
the industrial project partners came to the conclusion,
that a transition to a uniform STEP-based model de-



scription is too difficult to achieve and would bring
with it considerable performance loss. Indeed, the
data formats of the different AutoBench partners are
very complex and specialized for optimal performance
in their domain. Maybe, though, future evolution of
the data models will converge towards STEP.

9 Conclusion

In this paper we have described a CORBA based con-
nection between a finite element solver and an ap-
propriate visualization tool. We described the prob-
lems encountered and their solution. For example, the
passing of a CORBA server object reference to the
client by a job scheduler is a new idea. The preserv-
ing of data consistency by passing time-variant data
atomically was used before in several applications, but
in this context it was an excitingly new experience.
For the CORBA novice we included a brief introduc-
tion to this promising architecture, with references for
further reading [2].

CORBA is further used to make the connection be-
tween a visualization tool written in C++ and a cor-
responding graphical user interface written in Java.
The graphical user interface can be embedded in a
web page and controlled by the integration platform
through LiveConnect. The Java-based CrashViewer
GUI is also a step towards platform independence. A
new idea is the combination of CORBA and LiveCon-
nect bidirectional communication in an Java applet.
Some problems were encountered due to the old Java
and CORBA versions contained in the browsers’ cur-
rent versions. Solutions were found to these problems
and the little shortcomings that still remained may be
eliminated when newer browser versions are available.
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